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Preface

This script is designed for the course Basics of Applied Mathematics (BAM) - Optimization, for
students pursuing a master’s of mathematics that focuses on data and technologies.

The script is quite self-contained. Nevertheless, to follow this course, one must already have good
mathematics fundamentals.

An important note is that this script is largely based on the book [1].
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Chapter 1

Optimization problems: Definitions
and Applications

1.1 Optimization in the real world

There are two contexts where optimization problems arise: Decision making, and model learning:

e In decision making, we are faced with a set of possible decisions, and we want to find the
decision that minimizes some cost. This decision can be made based on the solution to some
optimization problem.

e In model learning, a set of data is available, and we want to find a model that fits the data.
This model can be found by solving an optimization problem.

In this course, we will mainly focus on the applications arising in model learning. In the rest
of the section, we will introduce the basic idea of formulating a model learning problem as an
optimization problem.

The typical optimization problem in data analysis is to find a model that agrees with some
collected data but adheres to some structural constraints that reflect our beliefs about what a
good model should be. The data set is typically a collection of inputs and outputs corresponding
to different samples:

D= {(alayl)a"'v(amaym)}v (1'1)
where a; is the input (also sometimes called features) and y; is the output (also sometimes called
measurements).

The goal is to find a model that predicts the output y given the input a. This typically takes the
form of a function ¢ that maps inputs to outputs:

y =~ ¢(a). (1.2)

5
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To define the problem mathematically, we need to parameterize the possible model functions ¢
with some unknown parameters x € R™. The fitting problem can then be formulated as finding
some x € R"™ such that for any input a, the input can be predicted by the model:

y~ ¢(a;z). (1.3)

To formulate this as an optimization problem, we define a loss function £p(z) that measures how
well the model fits the data:
1 m
Lp(z) = — PARECRENE (1.4)

i=1

where [(y, y) represents some distance between the true output y and the predicted output .

The goal is to find the parameter = that best fits the data while meeting some prior assumptions
on the model. This is typically done by solving the optimization problem:

minimize Lp(x) + A pen(z) (1.5)

r€R™

where pen(x) is a penalty function that measures how well the model meets the constraints. The
parameter A > 0 is the regularization parameter, a hyperparameter that controls the trade-off
between fitting the data and meeting the constraints.

Depending on the nature of the labels y;, the model-fitting task takes different names:

e When y; are real numbers, or vectors of real numbers, the task is called a regression problem.

e When y; are labels, i.e. integers in a set {1,...,q}, the task is called a classification problem.

Later, we will look at several examples of regression and classification problems.
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1.2 General definitions and notations

1.2.1 Formulation of optimization problems

Definition 1.1: Optimization Problems

An optimization problem is mathematically formulated as follows:

migier)r(lize f(z) (1.6)

In (1.6), three “ingredients” are present:

e The decision variable x € R™ that can be chosen, and that may contain several
components.

e The feasible set X in which the decision variable z is imposed to be. Often, we
will choose X = R™. In this case, the optimization is qualified as an unconstrained
problem.

e An objective function, f(z) : X — R, that shall be minimized. Note that when a
function f(z) shall be maximized, one can minimize the function f(z) = —f(z).

Remark. Sometimes, an alternative formulation might be found, that accounts more explicitly for
the constraint = € X
minimize f(z)
TeR™ (17)
subject to x € X.

1.2.2 Minimizers

Definition 1.2: Global optimality

The point z* € R" is called a “global minimizer” (often also called a “global mini-
mum”) when 2* € X and Vo € X : f(x) > f(z*).

Definition 1.3: Strict optimality

The point z* € R™ is called a “strict global minimizer” when z* € X and

Ve e X\ {z*}: f(x)> f(z*).
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1.2.3 Local optimality

Definition 1.4: Local optimality

The point z* € R"™ is called a “local minimizer” when z* € X and there exists a
neighborhood of N of z* such that Vo € X "N : f(x) > f(z*).

Note that this neighborhood can be chosen to be in the form of an open ball: N := {z | ||z — 2*|| < &}
for some € > 0.

Definition 1.5: Strict local optimality

The point z* € R™ is called a “strict local minimizer” when z* € X and there
exists a neighborhood N of 2* so that Vo € (X " N)\ {z*}: f(x) > f(z*).

Remark. Note that a global minimizer is also a local minimizer, but the converse is not necessarily
true.

Example 1.1: (Unconstrained) Quadratic Program

A Quadratic Program (QP) is an optimization problem where the objective func-
tion is quadratic. In the unconstrained case (i.e. X = R™), the problem is formulated as
follows:

o 1 7 7
- _ 1.8
mlartléﬂr{gllze 2x Qx—c x+r, (1.8)

where () € R™ "™ is a symmetric matrix, ¢ € R™ is a vector, and r € R is a scalar.

Remark. The Hessian of the objective function of (1.8) is constant, and equal to Q:

Vr € R" V2f(z) =Q. (1.9)

1.3 Examples of optimization problems in data analysis

1.3.1 Regression problems

The most common optimization problem in data analysis is the least squares problem:

. 1 2
minimize mz;Hyj@(aj;I)H , (1.10)
]:

where the outputs y; € RP are vectors, and the inputs a; can be some matrices or vectors.
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For a general function ¢, the optimization problem (1.10) is often called “non-linear least squares”.
Since it is quite general, it is quite difficult to analyze: it might have multiple local minima, it
might have no global minimum at all, etc.

There is, however, a special case where the analysis is way easier: the linear least squares problem.
This corresponds to the case where the model ¢ is affine in the parameters z.

Example 1.2: The linear least squares problem

When the model takes the form: ¢(a;;2) = A(aj)x + b(a;), then the optimization
problem (1.10) takes the following form:

minimize Z I9; — Ajz||* = f(z), (1.11)

zeR?

where 7, = y; — b(a;) and A; := A(a;). As a small abuse of notation, we might write y;
instead of y; in the next parts.

Proposition 1.1: Linear least squares is a QP

The linear least squares problem (1.11) is a quadratic optimization problem in the
form (1.8), with:

1 m
Q=— ZAJTAj,

ci= —ZATyJ,
m

1 -2
*%ZH%H 0
7=1

In the next sections, we will create new mathematical tools for the analysis of optimization
problems. In particular, these tools will help us to study the solutions of the optimization problem
(1.11).

1.3.2 Ridge regression

As we saw earlier, some regularization is often used in practice. There can be different reasons
for that; one of them is called owverfitting. The idea is that if there is a lot of degrees of freedom
in the model, and yet not enough data points, the procedure might fits ”’too well”’ the data, and
might not generalize well to new data points. An extreme case is when there are more parameters
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than data points, i.e., n > m.

To prevent this effect, one can add a regularization term to the optimization problem. This will
force the model to stay “simple” while still fitting the data well.

When the regularization term is a penalty on the squared norm of the parameters, the optimization
problem is called ridge regression. The optimization problem (1.11) becomes the following:

Example 1.3: Ridge regression

The ridge regression problem is the following optimization problem:

1 . 2 A 19
minigize g3 13— Al + 3 el = @), (112)
]:

where A > 0 is a hyperparameter.

Later, we will see that the ridge regression problem has the nice property that there always exists
a unique local minimizer, which is also the unique global minimizer.

Proposition 1.2: Ridge regression is a QP

The ridge regression problem (1.12) is a quadratic optimization problem in the form (1.8),
with:

e
Q= )\IR+EZAJ» Aj,

j=1
1 m
¢ = EZAJT@J" (1.13)
j=1
rim 3 5P
2m = J

where I, is the identity matrix of size n.

Remark. When A > 0 we have:
Q = M, -0 (1.14)

which implies that () is non-singular.

1.3.3 LASSO regression

In the case one looks for a sparse solution to the linear least squares problem, one would need
to penalize the number of non-zero entries in x. Since this would imply a non-continuous (hence
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non-convex) penalization, the resulting problem would be extremely difficult to solve. Instead,
one can use the LASSO regression, which penalizes the [y norm of the parameters:

Example 1.4: LASSO regression

The following optimization problem is called the LASSO regression:

z€R™

L 1 ¢ 2
minimize o zzl ly; — Ajz||” + Azl (1.15)
]:

Remark. In (1.15), we used the [ norm of a vector, which is defined as the sum of the absolute
values of its components:

n
lzlly = lai] - (1.16)
i=1

Note that the optimization problem (1.15) is not a QP, but it still has a rather simple structure.
With the tools from the next chapter (convexity), we will be able to characterize the solution-set
of this problem.

1.3.4 Cross-entropy for classification tasks

Now that we have seen several examples of regression tasks, let us mention another common type
of optimization problem in data analysis: classification tasks.

Here, the outputs y; are discrete labels: integers in a set {1, ..., q}. Typically, the labels represent
different classes to which the input a; can belong. In this case, it is usefull to define p¥% € {0,1}4
as follows:

1 if Y; = l,

(1.17)

forj=1,...,mandl=1,...,q, ) =
J ¢ (") {0 otherwise.

Here, the vector p¥ € {0,1}9 represents the membership of the label y; to each of the ¢ classes.
We will learn a model ¢(a;;z) € [0,1]? that approximates the vectors p¥7. One could interpret
@i(a;; x) as the probability that the label y; belongs to class [. In the previous section, we have
seen that the squared norm error is a common loss function for regression tasks. For classification
problems, instead of the least squares loss, one often uses the cross-entropy loss between the
probability distribution associated with p¥ and the one associated with ¢(a;; x):

1 m

o . . L Yi . . ]..1

Hll;lelIIR}}llze o El (p ,80(%’55)) ( 8)
=

where the function L(p,p) is the cross-entropy between two distributions, which is defined as
follows:

L(p,p) =~ Y _pilog(p). (1.19)
=1
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While the simplest structure for ¢ was a linear one in the regression case, in the present case,
we need ¢(aj;x) € [0,1]9. Therefore, the standard choice uses the softmax function, as in the

following example:

Example 1.5: Logistic regression

The logistic regression is the optimization problem (1.18) with the following model
for p(a;z):

¢(a; z) = softmax(A(a)z) (1.20)
for some matrix A(a) € R?*™ of R™ that depend on the input a, and the function softmax

is defined as follows:
e

SOftmaX(Z)l = m (121)
1.4 Basic properties of optimization problems
In this section, we will discuss some properties of optimization problems of the form:
minimize f(z) (1.22)

reX

1.4.1 Existence of solutions

Since we study the solutions of optimization problems, a natural question is whether such solutions
exist,.

First, let us keep in mind the following two examples where no solution exists.

Example 1.6: Unbounded optimization problem

The following problem does not have any solution (because the function is not bounded

from bellow):

minimize & (1.23)
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Example 1.7: Bounded optimization problem but with no solution

The following opitmization problem is buonded from bellow, but still, it does not

have any solution:
mir;ierﬁize e * (1.24)

In the following theorems, we will see some conditions that are easy to check that guarantee the
existence of a solution.

Theorem 1.1: Existence of a minimizer for a compact feasible set

If the feasible set X C R"™ is non-empty and compact (i.e., bounded and closed)
and f : X — R is continuous, then there exists a global minimizer to the optimization
problem (1.22).

Proof. Let us write f* = inﬁ( f(z) € R" U {—o00}. Almost by definition of the infimum, there
[AS
exists a sequence (zj)ren in X such that:

flag) —— f" (1.25)
k——+o0
Since X is compact, the sequence xj has at least one accumulation point z € X, i.e. for some

increasing sequence of integers (k;);en, we have T, —— T.
Jj—+oo

By continuity of f, we have:
flany) — f(2) (1.26)
kj~>+oo

By combining (1.25) and (1.26), we obtain f(z) = f* = inif(:v). This proves that T is a
Te

minimizer of f over X.

Definition 1.6: Coercive functions

A function f : X — R is called coercive if there exists a function x : R — R such
that (t) P +00 and such that Vo € X, f(z) > &(||z]]).
—+00

Theorem 1.2: Existence of a minimizer for a coercive function

Let f be a continuous and coercive function and X a closed and non-empty set.
Then, there exists a global minimizer of the optimization problem (1.22).
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Proof. Since X is non-empty, there exists some zg € X.
Using the fact that x(t) T +00, there exists some ¢ € R such that if ¢ > ¢, then k(t) >
—+00

f(zg) + 1. The set X, == {z € X| ||z < ¢} is closed and bounded (hence it is compact). Using
the previous theorem, there exists a vector x* that minimizes f on X.. The following also holds:

Vee X\ X, f(z)> flzo)+1> f(z*)+1> f(z¥)

Hence, z* also minmizes f on X'\ X,. We can conclude that z* is a minimizer of f over the whole
set X. =

1.4.2 First order optimality conditions for smooth functions

In this part, we assume the function f: X — R to be continuously differentiable.

- )

Definition 1.7: Stationary points

Let £ be a point in the interior of X. We say that = is a stationary point of the
optimization problem (1.22) if it satisfies:

Vi(z) =0 (1.27)

Remark. A more general definition exists for points that are not in the interior of the feasible set.
In this course, we do not focus on the cases concerning the points at the border of the feasible
set.

Theorem 1.3: First-order condition

Let Z be in the interior of the feasible set X. If T is a local minimizer of the opti-
mization problem (1.22), then it is a stationary point:

Vf(z)=0 (1.28)

Proof. Let p be a vector of R".

Since Z is in the interior of X, Z + ap € X for a small enough.

Furthermore, since 7 is a local minimizer, f(z + ap) > f(z) for for a small enough.
This implies that for o small enough:

f(Z+ap) — f(z)

AT
< .
0< o —> Vi@ p (1.29)
Hence, we have V f (i)Tp >0 for all p € R™.
By choosing p = —V f (&), we obtain — ||V f (z)||> > 0, which implies Vf (&) = 0. O
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1.4.3 Second order optimality conditions for smooth functions

In this part, we now assume the function f : X — R to be twice continuously differentiable.

Theorem 1.4: Second-order necessary conditions for unconstrained optimiza-
tion

Let Z be in the interior of the feasible set X. If T is a local minimizer of the opti-
mization problem (1.22), then not only it satisfies V f (Z) = 0 but also:

Vif(z) =0 (1.30)

Proof. Let T be a local minimizer.

First, = is a stationary point from the previous theorem. Let p be an element of R™. Using the
same argument as in the proof above, f(z + ap) > f(Z) for o small enough. Let us now use the
first-order Taylor expansion of f at Z:

1
f(@ + ap) = F(@) + V(@) (0p) + /0 $(ap)TV2F (2 + sap) (ap)ds

X (1.31)

= f(z) + oz2/0 sp' V2 f (Z + sap) pds

After a rearrangement, we obtain:

_ _ 1 1
o< fEton) —f@) _ / spT V2f (2 + sap) pds —— / o7V f (@) pds = 5p V() p
o 0 a—0 0 2
1

(1.
This proves p' V2f (Z)p > 0. Since this is true for any vector p € R”, we have V2f (z) = 0. O

Theorem 1.5: Second-order sufficient conditions for unconstrained optimization

Let Z be in the interior of the feasible set X. If Z is a stationary point of the
optimization problem (1.22), and in addition, Z satisfies the following condition:

V2f(z) =0, (1.33)

then z is a strict local minimizer of the optimization problem (1.22).

Proof. Let T be a stationary point that satisfies the condition (1.33). Using (1.33), there exists

A > 0 such that V2f (Z) = M.
The function V2f (z) is continuous. This implies that for any § > 0, there exists a neighborhood
N C X of z such that:

Ve e N, —6I, < VAif(x) —V2f(z) <01, (1.34)
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In particular, choosing § < A, we have:

Ve N, Vif(z) =0 (1.35)

Let 2’ be an element of '\ {Z}. Let us define p .= x — & # 0. Now let us use the first-order
Taylor expansion of f at Z:

f@)=f@+p)=f@+ V@) p+ / sp' V2f (T + sp) pds
0 (1.36)

1
= f(7) —I—/O sp' V2 f (Z + sp) pds

Furthermore, for all s € [0, 1], 4 sp € N (assuming that N is convex, which is the case if N is a
ball for example). From (1.35), this implies V2 f (Z + sp) = 0, and therefore: p' V2f (Z + sp) p > 0.
Injecting this into (1.36), we obtain:

f@) > f(@) (1.37)

This is true for any 2’ € N\ {Z}, where N is a neighborhood of Z in X. Hence, Z is a strict local
minimum of the optimization problem (1.22).

Example 1.8: Illustrative example

For p = 1,2, 3,4, consider the following optimization problem:

mir;ierﬁize P (1.38)

Let us detail the status of the point x = 0 for each value of p:
e If p =1, the condition (1.28) is not satisfied, hence x can not be a (local) minimizer.

e If p = 2, the conditions (1.28) and (1.33) are satisfied, hence x is a local minimizer.
In this specific case, it is also the unique global minimizer.

e If p = 3, the conditions (1.28) and (1.30) are satisfied, but not the conditions (1.33),
hence, the second order conditions do not allow us to conclude. In this specific case,
x is not a (local) minimizer.

e If p =4, the conditions (1.28) and (1.30) are satisfied, but not the conditions (1.33),
hence, the second order conditions do not allow us to conclude. In this specific case,
x is the unique local, and even global minimizer.
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1.5 Application of the properties to the regression examples

In this section, we will apply the properties that were proven in Section 1.4 to the regression
problems that were introduced in Section 1.3.

1.5.1 Quadratic programs with @ > 0

In this part, we consider the loss of the quadratic program (1.8):

f(z) = %LL’TQZL‘ —c'z4r (1.39)

In particular, we focus on the case where () is positive definite: @) > 0.

Remark. As noted before, the loss of the Ridge regression problem (1.12) with A > 0 falls into
this category.

Remark. Some of the linear least square problems (1.11) also fall into this category, under the
assumption that - Py AJ-TAj = 0.

Proposition 1.3: Existence of a global minimizer

The function f(x) is coercive (see Definition 1.6). Hence, using Theorem 1.2, it has
at least one global minimizer in R".

Proof. Define \piy as the lowest eigenvalue of ). Then we have: @ — Apinl, = 0 (where I,, is the
identity matrix of size n). This implies that for all z € R": 7 Qz > Apin [|z||*>. This implies that:

1
flx) = §$TQ{L‘ —clztr
Ami 2
> == al” = llell flll +r

= £([|2[)

where w(t) = 2% — e ¢ + 7 ——— +oc.
—+00

By definition, this implies that f(x) is coercive. O

Proposition 1.4: Unique stationary point
The function f(z) has a unique stationary point, given by the following formula:

*=Q e (1.40)
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Proof. Since the problem is unconstrained, i.e. X = R", the stationary points all verify the
formula

Viz)=Qr—c=0 (1.41)

Since @ is positive definite, it is also invertible. Hence, the equation (1.41) has a unique solution,
given by (1.40). O

Proposition 1.5: Unique minimizer

The stationary point z* is the unique global minimizer of the function f(z). It is
also the unique local minimizer.

Proof. All global (resp. local) minimizers are stationary points (cf. Theorem 1.3). Using Propo-
sition 1.4, there exists not more than one stationary point, given by x*. This implies that there
exists no more than one global (resp.) minimizer.

On the other hand, using Proposition 1.3, there exists at least one global minimizer (which is also
a local minimizer).

Combining these two facts, * is the unique global minimizer, and the unique local minimizer. [

1.5.2 Quadratic Programs with @ > 0

In the case where @ is positive semi-definite, the function f(x) is no longer coercive. It could
even be that no global minimizer exists. For example, this is the case if Q@ = 0 and ¢ # 0.

However, we still have some interesting results. Unfortunately, we cannot prove them using only
the properties from Section 1.4. We still derive them for completeness.

Proposition 1.6: Stationary points are global minimizers for QP

Assume that there exists some stationary point z* of f(z) = 32'Qz — c'a +r
(with @ > 0) over R". Then z* is a global minimizer of the function f(x).

Proof. Since R™ is an open-set, the stationary point z* verifies V f(z*) = Qz*—c = 0. Let x € R™.
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We want to prove that f(z) > f(z*). Let us define z := = — 2*. Then the following holds:

f@) = f(=+ %)

= %(:c* +2)TQa* +2)—c' (@ +2)+7

1 1 1

= izTQz + i(zTQa:* +2%Qz) —c'z+ (ix*Q:c* —c'a* +7)
1

= ngQz +2*Qz — ¢z + f(z*)

— %zTQz + (Qz* — c)Tz + f(z¥)
= %zTQz + f(x%)
> f(a*)
]

Remark. In the next chapter, we will generalize the result from Proposition 1.6 to a broader class
of optimization problems: the convexr optimization problems.

Proposition 1.7: Lower-bounded quadratic programs

Assume that f(z) = 32" Qz — ¢'2 + r is lower-bounded over R", i.e. m]iRn f(z) > —o0.
reR?

Then the function f(x) has at least one stationary point over R™.

Proof. Let z € Ker(Q), i.e. @z = 0. Then we have f(tz) = r —t(c'z). Since f is lower bounded
over R™, the function ¢ — f(tz) is also lower bounded. This implies that ¢z = 0.

Since this is true for any z € Ker(Q), Ker(Q) C Ker(c").

Now, let us use some linear algebra results (which can be found in Appendix A.1):

¢ € Im(c) = Ker(c" )t € Ker(Q)F = Im(Q") = Im(Q).

This implies that ¢ € Im(Q), i.e. there exists z* € R" such that Qz* = ¢. Hence, V f(z*)

Ol

Qr* —c=0, i.e. x* is a stationary point.
Lower-bounded QPs have at least one global minimizer. Furthermore, these are all
the points that satisfy the equation Qz* = c.

Proof. This is a direct application of the two previous theorems. ]

Remark. The linear least squares problem (1.11) falls into that category.
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1.5.3 LASSO regression: existence of minimizers

We recall that the LASSO regression problem is associated with the following loss function:

1 &
f(z) = o Z I7; — Azl + Xzl -
m =

Proposition 1.8: Existence of minimizers for LASSO regression

Assume that A > 0. Then, the loss function of the LASSO regression problem is
coercive (see Definition 1.6). Hence, using Theorem 1.2, the optimization problem (1.15)
has at least one solution

Proof. We have:

f(x) > Xzll, > Mzl —— +o0
oy e
=K T 2

2 n
2 n 2 2
Remark. |z]), > [lz], because: [lz]? = (z mr) =S a2 3 i g 2 ]2
i=1 i=1 i#]
=||z||2 >0
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Convexity

2.1 Convex sets

In this section, we define what convexity means for sets, and discuss the properties of convex sets.

- )

Definition 2.1: Convex Set

A set X ¢ R™ is convex if

Voe,y e X,a€0,1]: (1-a)z+ay € X. (2.1)

\. J

Remark. Intuitively, one could translate this definition into “all connecting lines lie inside the
set.”

Proposition 2.1: Intersection of convex sets

If S is a set of convex sets, then their intersection () X is also convex.
XeS

Proof. Let z,y € (| X and « € [0, 1].
xes
For all X € S, we have z,y € X. Since X is convex, (1 — o)z + ay € X.

This holds for any X € S, hence:

l-a)z+aye ﬂ X. (2.2)
Xes
This holds for all z,y € (| & and « € [0, 1]. Therefore, (| X is convex. O
XeS XeS

21
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Remark. In particular, if X} and X5 are convex sets, then their intersection X3 N X5 is also convex.

Remark. The union of convex sets is not necessarily convex.

Proposition 2.2: Cartesian product of convex sets

Let A7y and X5 be convex sets. Then their Cartesian product X7 x Xy =
{(z1,22) such that 1 € X1 and x9 € Xy} is also convex.

Proof. Let z,y € X1 X Xo, and « € [0,1]. Then x = (z1,22) and y = (y1, y2), where z1,y1 € &}
and xa,y2 € Xo.
This implies that:

(1-—a)z+ay= ((1 —a)ry +ay;, (1—a)zg+ ay2> € A1 x Xa. (2.3)
€X €EXo

Proposition 2.3: Affine transformation on convex sets

Let X € R™ be a convex set. Let A € R"™*" be a matrix, and b € R™ be a
vector. Then the set AX +b={Ax+b for x € X'} is convex.

Proof. Left as an exercise. O

2.2 Convex functions

2.2.1 General case

Definition 2.2: Convex Function

A function f: X — R is convex, if X’ is convex and if

Ve,y e X,a € [0,1]: f((1-a)r+ay) <(1-a)f(x)+af(y) (2.4)

Remark. In words, a function is convex when all secants are above the graph.
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Proposition 2.4: Convex over affine is convex

Assume that f : R®™ — R is convex. Then for any A € R"™ ™ and b € R™, the
function g : R™ — R defined by g(x) = f(Ax + b) is also convex.

Proof. Left as an exercise. O

Proposition 2.5: Increasing affine function over convex is convex

Assume that f : R" — R is convex. Let a > 0 and ¢ be real numbers. Then, the
function g : R — R defined by g(x) = af(x) + ¢ is also convex.

Proof. Left as an exercise. O

Proposition 2.6: Sum of convex functions is convex

Assume that f : R” — R and g : R” — R are convex. Then the function h(z) = f(z)+g(x)
is also convex.

Proof. Left as an exercise. O

Proposition 2.7: Characterization of convex functions with epigraph

A function f : X — R is convex if and only if its epigraph, i.e., the set
{(z,s) e X xR|z € X, s > f(x)}, is a convex set.

Proof. Left as an exercise. O

Definition 2.3: Sublevel sets

The set {z € R"|f(x) < ¢} is the “sublevel set” of f for the value c.
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Proposition 2.8: Convexity of sublevel Sets

The sublevel sets of a convex function f : X — R are convex.

Proof. 1If f(z) < c and f(y) < ¢ then for any a € [0,1] it holds also

fll-—a)z+ay) <(1—-ao)f(x)+af(y) <(1—-a)c+ac=c.

2.2.2 Convexity of smooth functions

Proposition 2.9: Convexity for C' Functions

Assume that f : X — R is continuously differentiable and X is convex. Then the
following properties are equivalent

f is convex (2.5a)
Ve,y e X, f(z)+ Vi) (y—2z) < fy) (2.5b)
Vo,ye X, (Vf(y)-Vi@) y-=2)>0 (2.5¢)

.

Remark. The property (2.5b) means that the graph of f is above its tangents.

Remark. The property (2.5¢) is a multi-dimensional equivalent of saying “V f(x) is a non-decreasing

function”.

Proof. We recall that by defintion, (2.5a) is equivalent to:

Ve,ye X,ae€0,1]: f((1-a)r+ay) <(1l-a)f(zx)+af(y) (2.6)

In order to prove the equivalences (2.5a) <= (2.5b) <= (2.5¢), we will show the following
chain of implications:

((2.52) <= ) (2.6) = (2.5b) = (2.5¢) = (2.6) ( <= (25a))

e (26) = (2.5Db):
A rearranegment of (2.6) gives:

f) — sy > TEXUD IO g7y ) (2.7

o a—

which proves (2.5b).
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e (2.5b) = (2.5¢):
Let 2,y be in X. Consider both equation (2.5b), and the one where we swap = and y:
f@)+ V@) (y—=2) < fy)
F) + Vi) (@ —y) < f@)

Let us add these two inequalities:

f@) + f@) + (V@) = Vi) (v —2) < )+ f()
Now, subsract f(z)+ f(y) from both sides:

(V@) = Vi) (y—z) <0
which proves (2.5¢) after multiplication by —1.

o (2.5¢c) = (2.6):
Let z,y be in X and « € [0, 1]. The property (2. ) being trivial for o = 0, 1, we will assume
€ (0,1). Let us define the function g(t) :== f(x + t(y — z)).
We have g(0) = f(x) and g(1) = f(y).
Furthermore, from (2.5¢), we have that if ¢; > to, then ¢'(t1) > ¢'(t2):

g(t) =g () =Vi+ty—=z) (y—z) - Vi@+t(y—=) (y—2)
-4 itz (Vf(@1) = Vf(22)) (21— a2)

>0

with 1 = = + t,(y — x) and 2o = = + to(y — z).

Now let us prove (2.4):

g(0) = g(0) + /0 WL,
1
= ¢(0) +a/ g (sa)ds
=g(0) + <

= (1 - a)g(0) + ag(1 a/o sa)) ds

< (1 —a)g(0) + ag(1)

Finally, remarking that g(a) = f ((1 — a)z + ay), ¢(0) = f(z) and ¢g(1) = f(y), we have
proved (2.6). This concludes the proof that f is convex.
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Theorem 2.1: Convexity for C? Functions

Assume that f : X — R is twice continuously differentiable and X convex. Then f
is convex if and only if the following holds:

Ve,ye X: (z—y) Vif(z)(z—y)>0. (2.8)

Proof. Let us use the following formula:

1
Vi) — V() = /0 V2f (2 + s(y — 2) (y — ) ds (2.9)

If we combine (2.9) with the equivalence (2.5a) <= (2.5¢) from Proposition 2.9, we obtain that
f is convex if and only if:

1
Ve,y e X, /0 (y—2) " V2if(x+sy—2z)) (y—z)ds >0 (2.10)

Now let us show that (2.10) is equivalent to (2.8).

o (2.10) = (2.8):
Assume that (2.10) holds. Let z,y € X. Apply (2.10) to 2/ =z and ¢/ =z + a(y — z):

1

0 S/ (v — x')T V2f (' +s(y =) (v —2') ds

0
1
= [ (0lw=a)T V7 (@ + saly - a) (ay — ) ds
Then divide by o? and take the limit a — 0:
1
0< [ (aly=)T V2 (a4 saly =) (oly =) ds —— (v = 2) T/ @)(y —2)

This proves (2.8).

o (2.8) = (2.10):
Assume that (2.8) holds. Let z,y € X. Apply (2.8) to 2’ = z+s(y—z) and ¢ = y+s(x—y):

0< (W —2)' V(@) —2)=(1-9)°(y—2) Vif(z+sy—2)(y— =)

By dividing by (1 — s)? and integrating with respect to s from 0 to 1, we find implies (2.10).

O
Remark. For the points x in the interior of X', equation (2.8) is equivalent to:

V2if(z) =0 (2.11)
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Example 2.1: Quadratic Function

= %{ETQLE — c'x 4+ r is convex if and only if Q =0, because

The function f(x)
Vz e R": V3f(z) =

2.2.3 Strictly convex Functions

Definition 2.4: Strict Convexity

A function f: X — R is said to be strictly convex if:

Vz,y € X such that z # y,Va € (0,1): f((1—-a)z+ay) < (1—a)f(z)+af(y). (2.12)

Proposition 2.10: Strict convexity for C! Functions

Assume that f : X — R is continuously differentiable and X is convex. Then the
following properties are equivalent

f is strictly convex (2.13a)
Vo,y € X, suchthatz#y, f(z)+ V() (v—2z)> f(y) (2.13b)
Vo,y € X, suchthat z £y, (Vf(y)—Vf(z)' (y—xz)>0 (2.13¢)

Proof. Simply take the proof of Proposition 2.9 and replace the inequalities by strict inequalities.
O

Theorem 2.2: Strict convexity of smooth functions

Let f be a twice continuously differentiable function on a convex set X. Assume
that the following holds:
Ve X: Vif(z) 0. (2.14)

Then f is strictly convex.

Proof. Assume that (2.14) holds. Let z,y € X, such that = # y. Using (2.9) again, we have:

1
(VIw) — V@) (y—x) = /0 (- o)V f (@ +s(y—2) (y—2)ds >0 (2.15)
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This allows us to conclude that f is strictly convex using the equivalence (2.13a) <= (2.13c)
from Proposition 2.10. O

Remark. The converse is not necessarily true. For example, the function f(z) = x* is strictly
convex, but V2 f(x) = 1322 is zero for x = 0.

Example 2.2: Strongly Convex Quadratic

The quadratic function f(x) = %ajTQx — c¢'xz + r is strictly convex if and only if
Q > 0.

2.2.4 Strong convexity

Definition 2.5: Strongly convex function

Let © > 0 be a positive scalar. We say that f is p-strongly convex when the func-
tion f(z) — & ||z|* is convex.

Proposition 2.11: Characterization of u-strongly convex functions

A function f being p-strongly convex is equivalent to each of the following proper-
ties (when f is sufficiently differentiable):

Ve,y eR" a€[0,1], f((1-a)r+ay) <(1-a)g(z)+agly) - %a(l —a)ly — |

(2.16a)
Vo,y e X, )2 @)+ V@) -2+ 5 ly—zf? (2.16D)
vy e X, (Vf(@)-Viw) @—y) > plz -yl (2.16¢)
Vr,ye X, (z—y) Vif(@)(@—y) > pllz -yl (2.16d)

Proof. Using the characterizations (2.4), (2.5b), (2.5¢), and (2.8) to the function h(z) == f(z) — § [ER
we find that f being p-strongly convex is equivalent to each of the following properties (when f
is sufficiently differentiable):

Ve,y e R, a € [0,1], h((1—-a)zr+ay) <(1-—a)h(x)+ ah(y) (2.17a)
Yo,y € X, h(y) > h(z) + Vh(z) (y — z) (2.17Db)
Vo,ye X, (Vh(z) —Vh(y) (z—y)>0 (2.17¢)
Ve,ye X, Vz,ye X, (z—y) VZh(z)(z—y) >0 (2.17d)
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Replacing h(z) with f(z) — & |||?, we find that (2.17a), (2.17b), (2.17¢) and (2.17d) are respec-
tively equivalent to the following:

Ve,y € R", a € ]0,1], (2.18a)

fl=a)a+ay) = 50— ) +ay|® < (1= a)f(@) +afy) = 5 (1= ) o> +allyl)
Vo€ X, )= 5 P 2 @)+ V@ =) - & (lelf+ (Thal?) - o) s
VeyeX, (Vi@ -Viw) @)~ (Ve -V ) @-v) >0 (2.18¢)

Ve X, VayeX, (v-y) V@)@-y) - -y (Val?) @-p 20 (2184)

After some rearrangements, these properties can be rewritten as:
Vz,y € R", a € [0,1], (2.19a)

P =)o+ ay) < (1= algla) +agly) ~ 5 (|0 =)o+ ayl = (1= a) al? -~ aul? )

2
=a(l—a)|ly—z||

Vo e X 1) 2 1)+ Vi@ )+ (100 = (1ol + (7 el) )} ) (2100)

=|lz—y|I?
Va,y X, (V@) - VIW) @—y) =5 (Val® -V uynZ)T (x—y) (2.19¢)
=2||z—y||?
oy X, Vayed, (w-y) VH@@-y=L@-y (VPel)@-y (219
—2lja—y?

The properties (2.19a), (2.19b), (2.19¢), and (2.19d) are respectively equivalent to (2.16a), (2.16b),
(2.16¢), and (2.16d).

This concludes the proof that f being u-strongly convex is equivalent to each of the properties
(2.16a), (2.16b), (2.16¢), and (2.16d). O

Remark. For the points x in the interior of X, equation (2.16d) is equivalent to:

V2f(2) = pl (2.20)

Proposition 2.12: Strong convexity implies strict convexity

If f is p-strongly convex, then it is also strictly convex.

Proof. Direct consequence from the characterization (2.16a) from Proposition 2.11. O
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Example 2.3: Strongly Convex Quadratic

The quadratic function f(z) = %xTQx — ¢z 4+ r is p-strongly convex if and only
if Q = ply,.

2.3 Convex optimization problems

An important class of optimization problems is the convex optimization problem.

“The great watershed in optimization is not between linearity and nonlinearity, but convezity and
nonconvexity”  R. Tyrrell Rockafellar

e D

Definition 2.6: Convex Optimization Problem

If X is a convex set and f : X — R is a convex function, then the optimization
problem (1.6) is called a “convex optimization problem”.

Theorem 2.3: Local Implies Global Optimality for Convex Problems

For a convex optimization problem, every local minimum is also a global one.

Proof. Regard a local minimum z* of the convex optimization problem (1.6). This means that
there exists € > 0 such that for all z € N, := {z| |z —2*|| <&} we have f(z) > f(z*).

Now let y € X \ {z*}. Let us define a = m Then (1 — a)z* + ay € N.. Hence, using
convexity of f, we have that

f@) < f(A-a)a” +ay) < (1-a)f(a") +af(y)

This implies that f(y) > f(«*). Since this is true for any y € X, we can conclude that z* is a
global minimum. O

Theorem 2.4: Solution set

For a convex optimization problem, the set of minimizers is convex.

Proof. The set of minimizers is the set {z € X' | f(z) = mxin f@)}={zeXx| f(x) < H%Ein f(x)}.

As it is a sublevel set of a convex function, it is convex. O
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Remark. The function f is constant on the set of global minimizers.

Theorem 2.5: First order optimality condition for convex problems

Let f be a convex and continuously differentiable function on a convex set X. Let
Z be in the interior of X. Then Z is a global optimizer of (1.6) if and only if it is a
stationary point.

Proof.

= : Global optimality implies stationarity from Theorem 1.3.

< : Let Z be a stationary point, i.e. Vf(Z) = 0 Let us use the characterization (2.5b) of
convexity of smooth functions, from Proposition 2.9 with « = z:

VyeX, fly)>f(@)+Vi@) (y—z)=Ff(y)

This implies that T is a global optimizer.

Theorem 2.6: Unicity of minimizer for strictly convex functions

Let f be a strictly convex function on a convex set X. Then f has at most one
minimizer in X (which is the unique stationary point in case of existence).

Proof. Let us prove this by contradiction. Assume that there exists two distinct minimizers x
and y. Then apply the strict convexity property (2.12) with o = %:

(240 < o1

1 .
)+ = = min f(z
7(@) + 5 () = min £ ()
meaning that f evaluated at LJQ”’ has a value lower than its minimum, and yet % is in X, since
X is convex. This is a contradiction. O

Remark. In the case where X is open and f is also continuously differentiable, this result, combined
with Theorem 2.5, implies that if the minimizer exists, it is also the unique stationary point.
Furthermore, the minimizer exists if and only if a stationary point exists.

Lemma 2.1: Strong convexity implies coercive

Let f be a p-strongly convex function. Then it is coercive.
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Proof. Let us define the set B = {z € X | ||z| < 1}. Since B is compact, f := inlfg f(x) is finite.
re

Let y be such that ||y|| > 1. Let us use the property (2.16a) for z = 0:

flay) < (1= ) £(0) +af(y) - Fa(1—a) |yl (2.21)

Now, apply (2.21) to o = I

Fer() < (i) fo B2 =8 (e 2 (2.22)

After rearranging the terms, we get:

By o2 (7 M f(0)
>yl + (f-% — f(0) 4+ 2.23
£) 2 Gl + (7= 5) Il = £O) + (2:23)
=(llyl)
Clearly, x (||y]|) — +oo. This implies that f is coercive. O

llyll—+o0

Theorem 2.7: Existence and unicity theorem for strongly convex functions

Let f be a pu-strongly convex function on a convex set X. Also, assume that X is
closed and non-empty. Then f has a unique global minimizer in X (which is also the
unique stationary point).

Proof. Using Lemma 2.1 and Proposition 2.12, f is coercive and strictly convex.
Using Theorem 1.2, f has at least one global minimizer.

Using Theorem 2.6, it has at most one minimizer.

This implies that f has a unique global minimizer.

O]

Remark. In the case where X is open, and f is also continuously differentiable, this result combined
with Theorem 2.5 implies that the unique global minimizer is also the unique stationary point.
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2.4 Examples of convex optimization problems in data analysis

Example 2.4: Quadratic Programs

Consider the QP (1.8):
1
minimize -z Qx — 'z +r,
z€eR? 2
Then the following holds:
e The problem is convex if and only if @ = 0.
e The problem is strictly convex if and only if @) > 0.

e The problem is p-strongly convex if and only Q = ul,

Example 2.5: Linear least squares problems

Consider the linear least squares optimization problem (1.11):

mimize o3y, — Aol
ml;lelﬂg}llze om P Yj 5L

Then the following holds:
e The problem is convex.
e The problem is strictly convex if and only if % z;n:l A]-TAj > 0.

e The problem is p-strongly convex if and only if % Z;"Zl AjTAj = uly.

Example 2.6: Ridge Regression

Consider the ridge regression optimization problem (1.12):
1 & A
miigine 3 s = AselP + 5 el

The problem is always A-strongly convex; hence, it has a unique solution, as we saw before.
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Example 2.7: LASSO Regression

Consider the LASSO regression optimization problem (1.15):

. 1 & 2
mlgg&lze o Z; Hyg — ijH +A ||33”1
=

The problem is convex, and even strongly convex if the matrix % 27:1 AjTAj is invertible.

Example 2.8: Robust regression problems

Another variant of linear least squares is the robust regression problem, where the
goal is to be robust against potential outliers in the data set. More precisely, there
might be a couple of data points that are highly corrupted by noise, and we do not want
these data points to affect the solution too much. The robust regression problem can be
formulated as follows:

I 2
L. (AL ) ) . 2.24
reRr Oy 2m ]Zzl s = (Ajz + 0p)II* + 2pllos I, (224)

where o; are some additional errors, typically high only for a couple of samples, corre-
sponding to the outliers. This is translated by the [; penalization on o; in the objective
function.

The optimization problem (2.24) is non-differentiable, but it can be transformed into another

form, by explicitly optimizing over o;:

.

Proposition 2.13: Equivalent form of the robust regression problem

The optimization problem (2.24) is equivalent to the following optimization problem:

N Y
minimize — Z:l hp™ (y; — Aj) (2.25)
J:

where h%°(e) == Y} _; hy(ex), and where h), is the Huber function defined as:

1.2

1.2 i
hole) = 4 2° if lel <, (2.26)
ple| —5p° otherwise.

Furthermore, the objective function of the optimization problem (2.25) is convex and con-
tinuously differentiable.
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Proof. Let us define e;j(x) = (y; — A;x),. Then the following holds:

1 & 1 & a
fmZIij — (Ajz +0))[I” + 2plosl, = %ZZ(Q&@) —0i;)° +20> o] (2.27)
j=1 j=1i=1 i=1
1 e &
= EZZfif(Oiﬁx)a (2.28)

1i=1

J
where we defined fij(0;z) = 3(e;j(z) — 0)? + p|o].

By explicitly minimizing over o, we can rewrite the optimization problem (2.24) as follows:

. . . . . 2 .
minimize Oéﬁglxp 2 E lly; — (Ajz +0)||” + 2p |0l (2.29)
m § § , 2.30
OGRIJ}XP m =i fo 0ig ¥ ( )

Now, let us use the following identity:

m P
oé%ln{lw - Z wa 0ij; T %Z Z 1n fij(o;x) (2.31)

7j=11i=1 _]=1’L=1

This implies that the optimization problem (2.32) is equivalent to the following optimization
problem:

minimize Z Z Imn fir(o;x) (2.32)

€R™
* ]121

Now a simple analyse of the 1D function f;;(o; ) shows that the minimum is reached for:

€ij($) —p if eij(m) > p,
0j; = | eij(x) +p i egj(z) < —p, (2.33)
0 otherwise.

This yields the following value for the minimum of f;;(o; x):

min fi;(0;2) = 4 77 ("”)2 2" A e (@) > p, (2.34)
0ER seij(x) otherwise.

Note that this matches with the definition of the Huber function h, in (2.26). Hence, we have
shown that miﬂrg fij(o;z) = hy(eij(x)). Plugging this equality into (2.32), we find that the opti-
o€
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mization problem (2.24) is equivalent to the following:

minimize

nimi ho(eij(x))

3=
M=

1

i

<
Il
—_

<—> minimize
TER?

3|~
NE

hp (5 — 4jz),)

i=1

<
Il
—

<— minimize
reR™

3

h;ec (yj - AJQT)

<
Il
—_

as desired. O

Example 2.9: Nonlinear least squares problems

In the case of the nonlinear least squares problem (1.10):
1 m
N o2
misigize 53— e(esiol,
=

the problem is, in general, non-convex.

Because of the non-convexity, the analysis of the solutions of (1.10) is quite difficult. However,
there are some algorithms that can be used to find at least stationary points of the problem.
The next chapter will be dedicated to optimization algorithms. To give an idea of how one could
approach the problem, one very natural idea is to linearize the model around some initial guess
z, and solve the resulting linear least squares problem. Such a problem would take the following

form:
m

o 1 Z

minimize -
reER™ 2m “4 1
]:

2
(2.35)

0~ (lasia) + Tpla ) o~ ) )

Iterating over the described procedure results in a method called the Gauss-Newton method, which
is a popular method to solve nonlinear least squares problems. In this course, we will not study
this method specifically but rather similar methods.
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Example 2.10: Logistic regression

In the previous chapter, we introduced the logistic regression problem, in Example
1.5.
This optimization problem can be written more explicitly as follows:

1 LT 1 oy,
inimize — » 1 R B Y (a) 2.36
minimize — jzl og (Ze i ) - ZZpl (aj 1) (2.36)

=1 j=11=1

This optimization problem is convex as we will see in the next proposition.

To probe the convexity of the logistic loss, we first need to prove the following lemma.

Lemma 2.2: Convexity of log-sum-exp functions

q
The function h(z) := log <Z ezl> is convex.
=1

Proof. First, let us explicitly write the derivatives of h:

e

q
D e
=1

(Vh(z)); =

Now, regarding the second derivatives:

q
1 2 2i e Zezl> le:J
(Vgh(Z))U = ﬁ —e~te™ + <l=1
(Z ezz) 0 else
=1

Let z and d be vectors of € R?. The following holds:

d"V?h(z)d = Y did; (V?h(2)),

Il
£}
—_
no
VR
[]=
=9
=N
o
Q
~_—
VR
=
o
K
~
|
[~]=
[]=
S
S
o
Q
o
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Furthermore, the following inequality holds, using the Cauchy-Schwarz inequality:

(&) -

M=

() (ve) )

() ) (3 (v’

()5
()£

This allows us to conclude that d" V2h(z)d > 0. Since this holds for any point z and any direction
d, we can conclude that h is convex. ]

M»Q i [M]=

Proposition 2.14: Convexity of the logistic regression loss

The logistic regression optimization problem (2.36) is convex.

Proof. The objective function in (2.36) is the sum of functions that are either linear, either in the
form of h(a; ' ).

Using Lemma 2.2, we know that h is convex. Since a convex-over-linear function is convex, the
term h(a; ') is also convex.

Moreover, linear functions are convex.

Therefore, the objective function is a sum of convex functions. Hence, it is itself a convex function.
O



Chapter 3

Descent Methods for Solving
Optimization Problems

In this section, we will assume that X = R™ and that f is a continuously differentiable function.
This is usually referred to as smooth and unconstrained optimization. The optimization problem
that we will treat in this section takes the following form:

minimize f(z) (3.1)
TER™

3.1 Generalities about Descent methods

If a closed-form of the solution of the optimization problem (3.1) is not available, one needs to
approximate the solution with some algorithm. Such an algorithm typically takes the following
iterative form:

Initialize zg to some initial guess
For k =0,...,T or until some convergence criterion is satisfied (3.2)

compute zpy1 according to rule

Furthermore, the iterative rule for x; will take the form:
Trt1 = Tk + agdy (3.3)

where oy, € (0, 1] is called the step-length and dj, € R™ represents the direction in which we update
the solution point xj.

In most of the algorithms that are going to be seen in this chapter, the direction dj, is (only) a
function of the current point x:

d, = ¢(xr,) (3.4)

39
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where ¢ : R” — R” is some function. In the next section, we will see that a very natural choice

is ¢p(x) = =V f(x).

~

Definition 3.1: Descent directions

A vector d is called a descent direction for f at the point x if:

Je > 0 such that Vo € (0,¢], f(x 4+ ad) < f(x) (3.5)

Proposition 3.1: Conditions for descent directions

Let f be an L-smooth function. Then, for d to be a descent direction at point
x:

e it is necessary that Vf(z)"d <0,

e it is sufficient that Vf(z)"d <0

Remark. One could maybe relax the L-smooth assumption here, but it makes the proof easier.

fztad)—f(z)

Proof. Let us define the function g(«a) = ~————=,
Note that lin% g(a) = Vf(x)"d.
a—r

«

Now we prove each of the points.

e Vf(x)"d <0 is necessary:
If d is a descent direction, then g(a) < 0 for a small enough. This implies that V f(z)"d =
lim g(a) <0
a—0
o Vf(x)"d <0 is sufficient:
If Vf(z)"d < 0, then ilgb g(a) < 0. This implies that g(«) < 0 for o small enough, hence

d is a descent direction.

Regularity of the function f
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Definition 3.2: L-smooth function
Let L > 0 be a positive scalar. We say the the function f is L-smooth with its
gradient is L-Lipschitz-continuous:
v,y R, [[Vf(z) = VIl < Lz -y (3.6)
Proposition 3.2: Inequality for L-smooth functions
Assume that f is L-smooth. Then the following holds:
vo,y €RY, f(y) = f(z) + VI(2) (y — @) +r(z,y) (3.7)
with r(z,y) satisfying:
L
Ir(z,9)] < 5 llz = yl® (3:8)
Proof. Using the integral form of the first-order Taylor expansion, we find:
1 T
)= [ (V7 tly =) - Vi) -o)at (3.9

Using the L-smoothness of f, we find:

Ir(z,y)| = '/01 (Vf (+ty—=) - Vf(w)>T(y — x)dt

1
</
0

]
<Vf(fc+t(y—w))—Vf(w)> (v —a)| dt

1
< / IVf(x+tly—=))— V()] |lx—yl| dt using the Cauchy-Schwarz inequality
0

1
< / Llz+ty—a)—al Jz—yll dt  using (3.6)
0

1
L [ tdtfe—y?
0

Lz —yp?
= — || —
9 )
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Proposition 3.3: Characterization of L-smooth function

Let f be a function twice-differentiable. Then f is L-smooth if and only if

Vz e R", —LI,<V?f(z)< LI, (3.10)

Proof. Now let us prove that f is L-smooth <= (3.10) holds:

= : Let x € R"” and d € R™. Using (3.11) and (3.6), we find:

‘dTVQf(a:)d) = |lim é (Vf(x +ad) — Vf(:n)) '

~ lim © ‘ <Vf(:n +ad) - Vf(:c))Td

a—0

|
< lim —
a—0 «

(V760 + ad) - V1)) e

1
< lim —L{lad]| ||d|
a—0 «

< lim L ||d|)?
a—0

which proves that —L ||d||* < d"V?f(x)d < L||d||*. Since this holds for all d € R”, we have
that —LI,, < V2f(z) < LI,.

< : Using the fundamental theorem of calculus applied to V f(-), we have that:

1
Vi) — Vi) = /0 V2 + 1y — )y — x) dt (3.11)

Since implies:
1950 - V1@ = | [ 725+ tty - 2ty - )

1
:/0 IV (@ + tly — ) (y — )| dt

1
- / V=) (V2@ + 1y —2))? (v — o) de

1
S/ VI |z —y|2dt =Lz -yl
0

which proves that f is L-smooth.
Note that we used the fact that (3.10) implies that (VQf(av))2 < LI,.
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A useful inequality for descent methods

~ D

Proposition 3.4

Let f be an L-smooth function. Let zg,...,x ... be updated according to the
general rule (3.3). Then the following holds:
T 2 L 2
f(@rin) < flan) + aVf(zr) di + ai [lde] (3.12)
Proof. This comes directly from Proposition 3.2. O

Remark. From the inequality (3.12), we see that to minimize the right-hand side of (3.12), the
choice d, = =V f(zy) and oy = % is optimal. This choice results in a method called the gradient
descent method. This will be studied more in-depth in the next section.

3.2 The gradient descent method

In this section, one very classical, widely used, algorithm: the gradient descent algorithm.

e D

Definition 3.3: The gradient descent algorithm

The gradient descent algorithm is the following iterative method:

Initialize zg to some initial guess

For k =0,...,T or until some convergence criterion is satisfied (3.13)

Trt1 = ) — apV f(zk)

Remark. As mentioned above, this corresponds to the choice dy = ¢(zr) = —V f(zp)

Remark. We have not yet defined how the step length is chosen. There are several ways to choose
it, either via fixing a value ap = «, or via a dedicated procedure, as we will see later.
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Proposition 3.5

Assume that f is L-smooth. Let ami, and amax be such that 0 < amin < Qmax < %

Let xg,...,x ... be updated according to the gradient descent algorithm (3.13) with
Q) € [Omin, @max). Then the following holds:

F@ri1) < flae) — C V£l (3.14)

with C' = apin(1 — amax%) > 0.

Proof. Using equation (3.12) with d = —V f(z):
Flaere) < Flax) — e [V @) + 022 [V (o)l
= fon) — o (1= e ) VS @01

< f(xk) — O'min (1 - amaxé) va(xk)H2

=C

O]

Remark. We see that to get the best bound on the decrease of the function, we should choose:

1
Qmin = Qmax = Z (315)

This choice is called the steepest descent method, and it results in the following constant C":
C=— 3.16
5T (3.16)

Remark that in practive, one might not know L and has to estimmate it from past iterates.

3.3 Convergence properties

3.3.1 The important assumption

In this section, we go back to the general case of descent methods. However, we make the
assumption that a property similar to the property (3.14) is verified:
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Assumption 3.1

Assume that there exists a constant C' such that the following holds:

VkEN  f(zps1) < f (k) = CIVS (zi)]? (3.17)

Remark. As we saw above, this property is verified for the gradient method under the assumption
that the step lengths oy are in a certain interval.

3.3.2 Convergence for a general smooth function

Proposition 3.6: Convergence of Vf(z;) to 0

Assume that f is L-smooth and bounded from below. Also, assume that xg,...,zs,... i
a sequence of points such that the Assumption 3.1 is fulfilled. Then we have

Vf(z) ——0 (3.18)

t——4o00

Proof. From the inequality (3.17), we have, for all k:
1
IV £ ()lI* < o (F@r) = f(2r41)) (3.19)
Summing this inequality from & = 0 to ¢t — 1, we find:

t—1 1 1 ‘
> IVF Gl < G () = £ o) < 5 (1 o)~ int 1) (320)

=u¢

The sequence u; is non-decreasing and bounded; hence it converges. Therefore, the following
holds:

va(xt)” = Utt1 ut t——+o0 tilgloo Yt+1 tilinoo b 0’

which proves (3.18). O

Remark. This proposition is important, but it does not necessarily mean that z; will approach
a stationary point of f. For example, if f(x) = e™*, we still have f bounded from below, yet it
does not admit any stationary point. In fact, such a point does not necessarily exist.
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Theorem 3.1: Convergence theorem for a general smooth function

Assume that f is L-smooth (hence C'). Assume that the set K == {z | f(z) < f(z0)}
is bounded. Also, assume that xg,...,x: ... is a sequence of points such that the
Assumption 3.1 is fulfilled. Then:

[ (@) ——— f(7) (3.21)

t—+4o00

where Z is a stationary point of f.

. J

Remark. The set K is always bounded if f is coercive.

Proof. Because of Assumption 3.1, f (xy) is decreasing, which implies that x € K for all k. Using
Bolzano-Weierstrass theorem, this implies that it has at least one accumulation point Z, i.e. there
exists a sequence k; that goes to +o00 such that:

Ty, ——— T (3.22)
J—+oo
Moreover, the sequence fi = f (z) is non-increasing, and bouded (because x € K) hence

fx k—> f for some f € R. Let us write f its limit. The following holds:
—400

f= lim f(x) :jgffoof (zx;) = f(T) (3.23)

k—+o0
where the last equality comes from the continuity of f(-).

This proves f (zr) — f(Z).
k—+o00

Now, we only have to show that T is a stationary point of f, i.e. Vf (z) =0. Let us use (3.17)
from Assumption 3.1:

IVF @Ol < & (7 )~ f ) = & (F = 1) =0 (3.21)

This implies that V f (x) —— 0.
k—+o0

On the other hand, V f (-) is continuous, which implies that V f () e Vf (z). Combining
J—1+00

these two limits, we find V f () = 0. O

Remark. While Theorem 3.1 provides a good guarantee, it does not provide any information on

the speed of convergence. In fact, the convergence might be very slow, as we see in the following
example.
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Example 3.1: A function where GD converges slowly

Let us define the function f: R — R as:

1—e* ifz>0
T) = - 3.25
i) {;(:n—i-l)Q—l ifx<0 (8.25)

This function is L-smooth with L = 1. It has a unique stationary point and minimum at
x = —1. The steepest gradient method for f is:

Tr+1 =Tk — Vf (z1) - (3.26)

While the sequence xj converges to —1, the convergence is very slow.
Indeed, if ¢ > 0, it will take more than ™ — 1 iterations to reach a negative point x; < 0.

Proof. Let t be the first iteration such that x; < 0. Then, for all £k <t — 1, we have:
Tt = T + dg

with d, = —Ve "k,
Using the convexity of e*, we have e > 1 + dj,. This implies:

TRt = eThedk > e (1+dg) =e"* —1
By repeating the inequality found for £ =0 to ¢ — 1, we find:
ert > ™ — ¢,

Finally, since x; < 0, we have e** < 1, which implies that ¢ > e*° — 1.

3.3.3 Convergence for a strongly convex function

Theorem 3.2: Convergence theorem for a strongly convex function

Assume that f is continuously differentiable (i.e. f € C!) and p-strongly convex.
Let z* be the solution of the optimization problem (3.1). Also, assume that g, ...,z ...
is a sequence of points such that the Assumption 3.1 is fulfilled. Then the following holds
for all k € N:

f @) = £ (&) < (1=2uC)F (f (z0) — f (2*)) (3.27)

Proof. Using (2.16b) from Proposition 2.11, we have:

Va,y €Y, f(y) > f(2) + V@) (y—2)+ 5 ly— |
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By minimizing both sides over y, we find:
. . 1
F@) = min fy) > min f(@)+ V@) (=) + 5y =2l = F) - 5 V@)

Now, apply this inequality for z = xj:
IVF (@)l = 20 (f (k) = f (@)

Now, plugging this inequality into (3.17), we find:
Vk €N f(zxp1) < f(zk) = CIVF (@r)|* < f (xn) = 2pC(f (1) — f (7))

Hence, the sequence uy := f (z) — f (x*) verifies ugy1 < (1 — 2uC)uy. Repeating this inequality
iteratively leads to ug < (1 — 2uC)*ug, which is the inequality (3.27). O

Remark. The speed of convergence here is very satisfying. For example, it ensures that the number

of steps that are required is linear in the number of digits of precision that is desired.

For example, if a solution with ‘ f(z) —min f(x)| < 10~ is required, then one needs less that
€T

k= M+logyo(f(z0)—f(z*))
—logy(1-2uC)

number of steps.

For the steepest descent method zj1 = xp — %Vf (zx), the following holds:

Fn)— 5 @) < (12" (7 @) - 7 @) (3.25)

Proof. From (3.16), we saw that C' = ﬁ is achieved for the steepest descent method. Plugging
this into (3.27), we find the desired result. O

If the assumptions of Theorem 3.2 are fulfilled, then the following also holds:

ek — 2|2 < j(l — 2OV (f (w0) — f (7)) (3.20)

Proof. This directly follows from (3.27) and from:
f@) = f @) + 5 o — 2, (3:30)

which is derived from the strong convex inequality (2.16b) for y = 2} and = = x*. O
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If in addition to the assumption in Theorem 3.2, f is L-smooth, then the following
holds

L
e — 2*||* < ;(1 = 2uC)" larg — z*|* (3.31)

Proof. This directly follows from (3.29) and from:

(o) < £ (@) + 5 lloo — 2| (332)

which is derived from the L-smooth inequality (3.7) for y = ¢ and = = z*. O

3.3.4 Convergence for a weakly convex function

Regarding the convergence of gradient descent methods for convex functions, Theorem 3.2 is very
encouraging. Indeed, it provides a strong convergence guarantee and ensures a fast convergence
when the function is strongly convex.

Furthermore, a function that is convex is not so far from being strongly convex. For example, if
[ is convex, then f + § ||33H2 is strongly convex. That means that by perturbing the function f a
little, the gradient method would converge rather quickly to the solution.

The following theorem provides convergence guarantee for weakly convex functions under reason-
able assumptions. The convergence speed is however slower than for strongly convex functions.

Before we state the theorem, let us prove the following lemma:

e D

Lemma 3.1: A small mathematical point
Let uy, ..., us be a sequence of non-negative real numbers such that for some A > 0:
VEeN: upyq <up— Ml (3.33)

Then ug < ﬁ for all £ € N.

Proof. First, note that ugiq < uy for all £ € N. This permits us to rearrange (3.33) into:

1 1 U — U U — U
L (3.34)
Uk+1 Uk UrUk+1 [

where the last inequality comes from (3.33) directly.
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Now, summing the inequality (3.34) from k£ =0 to t — 1, we find:

1 1
>t (3.35)

U ug

which implies u; < % ]

Theorem 3.3: Convergence theorem for a convex function
Assume that f is L-smooth and convex. Let z* be a solution of the optimization
problem (3.1). Also, assume that xg,...,2¢ ... is a sequence of points such that

the Assumption 3.1 is fulfilled. Moreover, like in Theorem 3.1, assume that the set
K:={z | f(z)< f(zo)} is bounded. Then define:

fy=max{ oo | sek|—mx{ o=l | f0)<fle0) p<oo (330

Then the following holds for all k:

Q&
| =

flar) = f(a7) < (3.37)

Proof. First, f (xy) is decreasing because of Assumption 3.1. This implies z; € K for all k, which
implies:
Vk e N, |z — 2] < Ro. (3.38)

Furthermore, since f is convex, we have:
flagp) < f(@)+Vf (2" T (g — x) from (2.5b)

<)+ IV
< fE)+ IV

)| |lep — 2| from the Cauchy-Schwarz inequality

)| Ro from (3.38)

which can be rearranged as:

fler) — f (%)

IVF (@) = e (3.39)
Now, using equation (3.17) combined with (3.39), we have:
k) < F ) = o @) (@) (3.40)

Now, define \ := R% and uy = f (xx4+1) — f (z*). Note that up < 0. Substracting f (z*) in both
sides of equation (3.40):
Up g1 < up — Mup (3.41)

Using Lemma 3.1, this implies that u; < ﬁ for all k£ € N, which proves (3.37). O
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3.4 Globalization techniques

As we saw for the gradient descent method, to ensure convergence, we need to ensure some
constraints on the step-lengths ay. The critical part of the constraint that we saw was amax < %
However, the constant L depends on global properties of the function f, while we can only access
local properties of f.

We make the distinction between three types of method to choose the step-length ay:

o Fized step-length: ap = a ~ % for all k. This is the simplest method, but it requires a good
guess on the value of L.

e FEzxact line search: «aj can be chosen according to the optimization problem:
ay = argmin f (xg + ady)
a>0

This method require to solve an additional 1D optimization problem at each iteration, so it
is in general computationally expensive.

e Backtracking line search: one finds a value on the form oy = B‘a for some @, 8 € (0,1) by
iteratively decreasing ¢ until the Armijo criterion (cf. definition below) is satisfied. This is
summarized in the following algorithm:

ap < «
while the Armijo Criterion is not satisfied for ay : (3.42)
o < Bay,

Definition 3.4: Armijo criterion

The Armijo criterion is a test on « regarding the veracity of the following inequal-
ity:
f (g + adg) < f (z) + caaV f (aek)—r dj, (3.43)

for some c4 € (0,1).

In the following theorem, we will prove a strong convergence result for the backtracking line search
method. Before stating that theorem, however, we need to introduce the following assumption:
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Assumption 3.2

Assume that the direction is chosen as dp = ¢ (zr), and assume that ¢ (z) is such
that, for some £ > 0 and somme v > 0, the two following conditions hold:

Vo €R", —Vf(2)' ¢(x) 2 e|Vf (2)] (3.44a)
vz e R, o @) <~yIVf (@) (3.44b)

Remark. The Assumption 3.2 is verified for the gradient descent method with v =¢ = 1.

Proposition 3.7: Termination of backtracking line-search

Assume that f is an L-smooth function. Under Assumption 3.2, the backtracking
line-search method (3.42) with Armijo criterion (3.43) terminates in a finite number of
iterations.

Proof. Using the L-smooth property of f and equation (3.7), we have for all «:

F(@n+ ady) < f(2r) + oV f (@) dy + oﬂg i1 (3.45)
This implies:
f (ot adk) < f (@) + aVf () di + 07
= [ (wx) + caaV f (z1) " di + (1= ca)aV f (wx) " di + %042 I |*
< f(xk) +caaVf (zx) dp — (1= ca)ae |V f (@) | + gOéQ Idk||?

2(1 — ca)e ||V S m)n?)

L 2
< faxx) +caaVif (zg) " dyp + a7 |dil? | @ —
2 L ||dg|”

. . _ 2
On the otherhand, since '@ —— 0, there exists an iteration ¢’ such that o/ :== 8" @ < 21 CAL)|(|£c|l|v||£(Zk)” .
i—>+00 k

This implies, using the inequality derived above:
f (e + ady) < f (@) + cad'V f () " dy

This proves that the Armijo criterion at iteration 7', therefore, the backtracking line-search method
terminates in a finite number of iterations (maximum ¢’). O
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Theorem 3.4: Convergence result for backtracking line search

Let f be an L-smooth function. Assume that the chosen direction dj follows As-
sumption 3.2. Furthermore, consider that the backtracking line-search method is used
with the Armijo criterion (3.43).

Then, Assumption 3.1 holds for C' = max (cAea, ca(l— cA)QLﬁ;;), ie.

f @rs1) < f (@) = CIIVS (@) (3.46)

Proof. We have to distinguish between two cases: the case where backtracking is uncessary, and
the case where at least one backtracking was performed.

e For the iterations where no backtracking is needed, the Armijo criterion is satisfied for
aj = @. Using (3.43) from the Armijo condition and (3.44a) from Assumption 3.1:

f(@pi1) < f (@) + caaVf (zx) " dy,
< f (wk) — cace |V f (zx)],
< f (k) = C|Vf (xn)]

e For the iterations where backtracking is needed, the condition is satisfied for a = ay, but
not for a = B 'ay,. This is summarized as follows:

f(zn+ B awdy) > f (xx) + caBranV [ () di (3.47a)
f(@rs1) = f (2 + andi) < f (@x) + cacrVf (wr) " dy (3.47b)

On the other hand, the inequality (3.7) for L-smooths functions gives:
_ _ L,
F o+ B Yandy) < f (xn) + B eV f () " di + 55 2o ||di|” (3.48)
Combining (3.47a) and (3.48), we have:

f(xr) 4+ eaB tar Vi (ap) " d < f (20) + B eV () di + 55_20% ldkl”,  (3.49)

which implies:
28V f (xx) " dy

> (1 —
a>—(1 CA)L Hdk||2

(3.50)
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Now, let us plug (3.50) into (3.47b):

;
i) < F (02) — e ((1 - cA>QfW) V7 () dy

T 2
= o) - eall )2 <W) |

28¢2 <||Vf ()|

< f (l‘k) - CA(]- - CA) L ||dk”

28¢2 (nw () ||

2
> using (3.44a),

2
< flzk) —ca(l —ca) > using (3.44b),

7 \ 97 @l
2
— f @) — eall = en) 35 VS @)l

< f(xr) = CIVS (),

Thanks to Theorem 3.4, the convergence theorems 3.1, 3.3, 3.2 and Corollary 3.3
also apply when using the backtracking line search method.

3.5 Other examples of descent methods

3.5.1 Quasi-Newton methods

Withouth going to much into the details of these methods, a popular class of methods is called
second-order methods. There, the idea is to minimize a convex quadratic approximation of the
function f at each iteration. Such quadratic approximation takes the following form:

F(@) = Fa) + V()@ — ) + 3 (o — ) H g o — ) (351)

for some matrix H(zy) = 0.
When minimizing the right hand-side of (3.51), we obtain & = z + di where dj, is defined as
follows:

dk = —H(xk)_1Vf(xk) = ¢($k) (3.52)

When H(x,) = V2f(z1), the method is called the ezact Newton method. Note that this method
is well defined only when H(xy) > 0.
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If we define M (x) := H(x)~!,we get the following class of methods.

Definition 3.5: Quasi-Newton method

The quasi-Newton methods are descent methods where the direction di is computed
as follows:

dy = —M(zp)Vf(zr) (= ¢(ar)) (3.53)

for some matrices M (xy) = 0.

Proposition 3.8

Assume that M (z) is such that:
Ve e R", el, X M(z) < vI,, (3.54)

with some € > 0 and v > 0.
Then, the direction dj, defined by (3.53) fulfills Assumption 3.1 (with the same ¢ and 7).

Proof. Writting Assumption 3.1 for d, = —M (zx)V f(zx) reads:

Ve eR" g M(z)g >elg|® with g = Vf(z) (3.55a)
Ve eR" ||[M(z)gll < vllgl  with g =Vf(x) (3.55b)
Equation (3.55a) is directly derived from M (z) = £I,, Regarding equation (3.55b), we can rear-

range it at follows:
Vo € R"g" M(z)*g <+ |lg|*  with g = Vf(x), (3.56)

which is verified by remarking that 0 < M (z) < v, = M (2)? < ¥%I,. O

The quasi-Newton method combined with a backtracking line search for the global-
ization strategy inherits from the convergence results from theorems 3.1, 3.3, 3.2 and the
corollary 3.3.

Proof. Direct consequence of Proposition 3.8. O

The Gauss-Newton method For solving the non-linear least squares problem (1.10), we
discussed about the Gauss-Newton method in Section 2.4, which consists in solving iteratively
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the optimization problem:

m

.. 1
minimaize —_— E
deR™ 2m “4 f
]:

2
(3.57)

Yj — <<p(aj;$k) + V‘P(aj§$k)Td>

Note that this method is an example of quasi-Newton methods, with the choice:
-1

M(z) = % > Ve(as;x)Velajz)
j=1

3.5.2 Stochastic gradient methods

In Chapter 5, we will discuss in detail the stochastic gradient descent methods. Here, we can
at least mention the setup: instead of having access to the true gradient V f(xy), we only have
access to a random variable g which is such that E[gi] = V f(x). In this case, the direction
dr, = —gi, does not exactly verify the descent conditions (3.44a) and (3.44b), but it will be verified
in average.

3.5.3 Coordinate descent methods

In coordinate descent methods, at each iteration, only one coordinate of the solution x is updated.
More precisely, let e; be the vector with a 1 at the i-th position and 0 elsewhere.
The coordinate descent methods take the form:

Th+1 = T — O (Vf(l’))lk €iy, (3.58)

for some index i and some step-size .

A typical choice is to choose the index i randomly at each iteration, or to cycle through the
indices.

For these choices, the descent conditions discussed in the previous sections are not exactly verified,
but similar results can be obtained.

There exists, however, one variation where the Assumption 3.1 is verified: the Gauss-Southwell
method. In this specific method, we choose the index i; as follows:

iy = argmax |(V f (zx)),] (3.59)

Regarding the motivation behind this choice, one could be reluctant: why would we use only
one coordinate of the gradient if we have to access to all of them anyway? The answer is that,
in some specific cases, the gradient can be updated very efficiently when only one coordinate is
updated. This is the case, for example, when the objective function is a sum of many functions,
each depending only on a limited number of variables.



Chapter 4

Descent Methods with Momentum

In the previous methods that we saw, at each step, we only keep track of the current estimate of
the solution. However, it could be that by using more information from the previous steps, the
convergence is improved. In descent methods, the algorithm typically takes the following form:

Initialize zq, yo to some initial guess

For k = 0,...,T or until some convergence criterion is satisfied
compute the gradient gp = V f(xy) (4.1)
compute di according to some rule dj = Py, (gl, SR TARE. /3 B ,xk)

update xy i1 = T + apdy

In the sketch of algorithm (4.1), the rule is very general, and will see some more specificity later
on.

4.1 Derivation of descent methods with momentum

4.1.1 Motivation from differential equations

To guide the choice of the update rule, one analogy is meaningful: seeing the gradient descent
method as an approximation of the following differential equation:

i(t) =~V (a) (4.2)

The differential equation (4.2) is called the gradient flow method and has very strong properties,
except that it is not numerically implementable. Let us note that if one would approximate (4.2)

with an Euler scheme:
z(t + At) = z(t) — AtV f(z(1)), (4.3)

one would recover the gradient descent method, with a = At and zy, = x(k - At).

57
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Now, if one replaces the equation (4.2) by a physics-inspired equation, where f(x) represents
the energy associated with the position z, one would get the following second-order differential
equation:

i(t) = =V f(z) — vi(t) (4.4)
where v is a friction coefficient. In (4.4), the vector d = —V f(z) does not directly influence the
velocity of z(t) anymore, but rather the acceleration.

One of the motivations behind (4.4) is that “small local minim” might be skipped thanks to the
inertia of the particle z(¢). On the other hand, the friction term —vi(t) ensures that in the long
term, the particle z(¢) will stabilize at a local minimum of its energy f(z).

4.1.2 Derivation of the heavy-ball method

The heavy-ball method is derived from a discretization of the differential equation (4.4). Using
finite differences on (4.4), we get the following discretization:

ot + At) — ?Xg)? Falt=80 ooy o0 :Z(; — Al) (45)

Like for the gradient flow, we define zj, = z(k - At), and rearrange equation (4.5):
Tpr1 — 2 = —(A)PV(2(t)) + (1 — vAt) (2 — 24-1) (4.6)

Finally, after defining @ = (At)? and 8 = 1 — vAt, we can see that (4.6) is equivalent to the
heavy-ball method defined as follows.

Definition 4.1: The heavy-ball method

The heavy-ball method is the following iterative algorithm:

Trr1 = T + B (z) — Tp1) — aV [ (zk) (4.7)

where o« and § are two parameters.

Proposition 4.1: Alternative formulation

The heavy-ball method (4.7) can also be formulated as follows:

T4l = Tk + apy,
diy1 = =V (zhe), (4.8)
Pk+1 = YPk + di41

Tp4+1 Tk

Proof. Define pp = o, and v = 3 permits us to rewrite the heavy-ball method (4.7) as in
(4.8). O
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Remark. By setting r =1 —+, & = < and pp = rpg, we can rewrite (4.8) as follows:

Th+1 = T + O,
dis1 = =V f(zpt1), (4.9)
Prr1 = (1 —7)pr + rdrs1

From this formulation, we can see that in the heavy-ball method, the descent direction p; is a
weighted average of the previous direction and the current negative gradient. By rearranging the
equations (4.9), we can see that that the descent direction is a weighted sum of all the previous
negative gradients, with a forgetting factor r:

k .
Z (1 — T’)de_i
The1 = T + a’zok— (4.10)
;)(1 =)

From this perspective, this method has another advantage: when one has only access to a noisy
estimate of the gradient, averaging the gradient over time reduces the noise for the descent direc-
tion.

4.1.3 Nesterov’s accelerated gradient method

Now that we have seen the heavy-ball method, we will see a small variation of it.

Definition 4.2: Nesterov’s accelerated gradient method

Nesterov’s accelerated gradient method is the following iterative method:
Try1 = Tp + Bl — zp—1) — oV f (2 + Blak — 2x-1)) (4.11)

where a and § are two parameters.

Remark. The present method is very similar to the heavy-ball method, except that the gradient
is computed after adding the inertia term [(xy — xx—1) instead of before.

Remark. For a fine choice of the parameters o and 3, the Nesterov’s accelerated gradient method
actually converges faster than the heavy-ball method. This is the reason why this method is also
called The Nesterov’s Optimal Method. In the next section, we will dive into the convergence rate
of this method.

Note that one might prefer to use the following notation for Nesterov’s method:



CHAPTER 4. DESCENT METHODS WITH MOMENTUM 60

Definition 4.3: Nesterov’s accelerated gradient method (alternative formula-
tion)

Nesterov’s accelerated gradient method can also be written as follows

Yk = xk + B(xp — 1),

4.12
Th1 = Yp — oV f (), (4.12)

4.2 Convergence analysis of Nesterov’s accelerated gradient method

In this section, we will analyze the convergence rate of Nesterov’s method, for p-strongly convex
and L-smooth functions. We recall that, in the case of twice continuously differentiable functions,
these are the functions that verifies:

Ve € R, ul, < V?f(x) < LI, (4.13)

We will also define the following quantity:

ci= \/E €(0,1) (4.14)

Remark. In the case where f is quadratic, ¢ = y/cond (Q~!) where cond (P) is the condition
number of a matrix P: the ration between its largest and smallest eigenvalues.

We also recall that for such functions, we found in Chapter 3 that the steepest gradient descent
method (i.e. the gradient descent method with a = %) converged exponentially fast, with the

following rate (cf. (3.28) in Corollary 3.1):
flaw) = f@*) < M1 =) (4.15)
for some constant M > 0.

In the case of Nesterov’s method, a better convergence rate can be obtained, given that both

w and L are known a priori, as we will see. The method is optimal for the following choice of

parameters:

B VL — VI B 1—c
VL + N/

8 (4.16)

Since the proof is quite long, we will divide it into many Lemma.
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4.2.1 Proof of the convergence rate of Nesterov’s optimal method

Lemma 4.1: Some convexity inequalities

The following inequalities hold:

Flake) < ) — 5 1V )P (117a)
Flye) < flow) + BV (ye) " (@ = 2r1) (4.17D)
) < @)+ V) e — ) = &y — 2 (1.17c)

Proof.

e Since f is L-smooth, we can use the inequality (3.7) from Proposition 3.2:

Flonen) = £ (o — 0V F ) < Fl) — 0V F(u) VF ) + = ¥ £ (o)
= )+ (145 ) lav
= )~ 5 0V F(yi) P

e Then, since f is convex, we can use the inequality (2.5b) from Proposition 2.9:

Flye) + V)" (e —ye) < flay)

—_——

=B(xr—Tk—-1)
which directly implies (4.17b).

e Finally, since f is p-strongly convex, we can use the inequality (2.16b) from Proposition
2.11:
©
F) > flge) + V) '@ =) + 5 o™ = vkl

which implies (4.17c) after a small rearrangement.
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Lemma 4.2: Bound on the function decrease

The following holds:

f@re) = f(@) <A =) (f(z) — f(2")) + 78, (4.18)
with r; defined as:
I = g 18(xx — zr1) + clar — ) * = & llye — 2*|1* = orsr — 2x + clar — )|
(4.19)

Proof. Using the inequalities from Lemma 4.1, we can derive the following chain of inequalities:

Flown) ~ 7a)
< Fu) — 1)~ 5 Vil from (4.17a),

= (1) () — F@) + e (Flwe) — F@) — 5 |V F )P
< (1) (£ + Y1) (o — 1) = J) + e (F) — Fa) = & [0V F@)P from (417b),

< (L=c) (flzr) = f(@) + BA =)V (k)" (@r — zr—1) + ¢ (flye) — f(a*)) — g ¥ f (i) I

~~
=T

k

The quantity 7 can be bounded using inequality (4.17c¢) and then simplified:
_ L
=B = V() (k — zp-1) + e (flyr) — f(2¥)) — 5 eV £ (i)
* * L
< B =)V F(yr) " (@p —ap1) + ¢ (Vf(yk)T(yk —a’) - g lye — = Hz> —-3 ¥ £ (i) I,

= )" (80— en = ) + el = ) = ¢ = 0" = § )P

RIS S IR B T S BN

)" (Bar — 210 + ol =) ) =l = 2°1F = 5 Ja¥ 1 )P

20V ()" (B0 — 1)+ lin =) ) = [V S | = e o o7

1B(xr — @r-1) + e(ar — 2*)I* = [|B(er —@x-1) + elax — 2*) an(yk)HQ] - C% g, — 2*11%,

I
18y, = wr—1) + clar — 2)|* = |21 — @5 + (o — x*)!lﬂ =g llyw = |,

18, = wp—1) + elar — a)|* = Nz — 2+ elay, —a)* = ¢ ly — x*IIQ] :

I
<
T

which concludes the proof. O
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Lemma 4.3: An inequality about norms
If c€0,1] and 5 = };Jri, then: The following inequality holds:

Vu,v € R*  ||Bv+cul|®* =& ||Bv+ul* < (1 =) ||(1 — ¢)v + cul)? (4.20)

Proof. First, by expanding the right side, one can proves the following equality:
lal® + (1 = &) (1 = ¢+ ) [Ib]* = clla = (1 = )b||* + (1 = ¢) [|a + cb]|*
Remarking that 1 — ¢+ ¢ > 0, we have (1 —¢)(1 — ¢+ ¢2)||b]|* > 0 for ¢ € [0,1]. This implies:
la]* < ella = (1 = )b|* + (1 = ¢) la + cb]®

Then, applying it to a = fv + cu and b = v, we obtain:
1Bv + cul|? < ¢||Bv + cu— (1 = )Bo|> + (1 = ¢) || Bv + cu + ¢Bv|?
= cllepo + cul® + (1 = ) [|(1 + ¢)Bv + cul|?
= Bo+ull® + (1= o) |1+ ¢)Bv + cul®

Finally, use the fact that 8 = %—jrg to simplify (1 + ¢)5 into (1 — ¢) and get the desired result. [

Lemma 4.4: A storage function

The quantity r defined in Lemma 4.2, equation (4.19), verifies:
i < (1 =)l k1) — UTk+41, Tk) (4.21)

where the function [(xg, z;_1) is defined as follows:

U,k 1) = 3 10— )~ zk1) + e ok — )| (422

Proof. Recall the definition of ry:

= 5 | 1Bk — mia) + el — )P — & B — wx1) + (a — o)

— leps1 — zp + c(zg — l‘*)|’2

First note that we can make the following arrangement:

L
ansr,2x) = 5 10— ) @ran — 20) + e(per — 2 = 5 llonss — 2+ g — )|
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This implies:

= g 1B8(zk = @-1) + e(ar — a")I* = 1B(xx — wp-1) + (2 — 2")||* | = Uznrr2) (4.23)

Secondly, using the fact that ¢ € [0,1] and that g = %, we apply the inequality (4.20) from

Lemma 4.3 to u = x, — 2* and v = v — Tp_1:
|18k — z1) + car — 2*)|> = A |8z — 2p—1) + (2% — )|

<q —c>[u<1 )k — ) + e (a —x*)l!z]

Combining this with (4.23), we can conclude:

e 5= 0| 10 = an = ) + elan = ) | = o)
=1 —-o)l(xg, xp—1) — Uxks1, Tk)

which concludes the proof. O

Lemma 4.5: A Lyapunov function

We define the function V(zy, z;_1) as folllows:
V(zg, xp—1) = f(zg) — f(2) + {2k, Tp—1) (4.24)

Then, the following holds:

V(zgsr, zk) < (1 =)V (zk, TK—1) (4.25)

J

\.

Remark. It is classical in a lot of proof to find a function V(-) such that an equation like (4.25)
is verified. This is called a Lyapunov function.

Remark. For a full expression of the function V (zy, xp_1):

V(o) = fla) — 7@ + 5 N0+ b —ain) +elo - (426)

Proof. Combining 4.2 and 4.4, we find:

f@ps1) = f(@) < (X =) (f(zx) — f(@7) + (1 = )lzp, 1) — UTk41, Tk)
= flapr1) = (@) + Uag, 2p-1) < (1= o) (f(zr) = f(@*) + Uwp, 2p-1) )

=V (Tpy1,7k) =V (zk,Tr—1)

which concludes the proof. O
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(4.11) with the choice of parameters (4.16):

a—l /8_\/5—\//7_170
N _\/f+\/ﬁ_1+c

L)

to x*, with the following rate:
flax) = f(@*) < (1 - o) M(ao)

with M(zo) = f(wo) — f(2*) + § [lwo —a*|

Theorem 4.1: Convergence of Nesterov’s method for strongly convex functions

Assume that f is p-strongly convex and L-smooth. Consider Nesterov’s method

Let z* be the solution of the optimization problem (3.1). Then, the sequence xj converges

(4.27)

Remark. Since 1 — ¢ < 1 — ¢?

steepest gradient descent method.

, we can see that the Nesterov’s method converges faster than the

Proof. This is a direct consequence of Lemma 4.5. Indeed, applying the inequality (4.25) recur-

sively implies:

far) = f(@*) < V(g ap-1) < (1— )"V (zo,2-1)

Finally, a little rearrangement can be made to get to the final result (4.27):

V(zo,a1) = flzo) — F@*) + 5 ol

2
= f(zo) — F(@) + T ol
= f(wo) = f(@*) + § lleo — ¥

This directly gives the desired result (4.27):

2
fmw—fmw<(vwﬁ(fm@—fWﬂ+“mo—ﬂw)

=M (zo)

4.3 The conjugate gradient method

(4.28)

Now, we will see another gradient method with momentum called the Conjugate Gradient (CG)
method. This method is specific to the case of unconstrained (strictly) convex quadratic pro-

gramming, i.e., it is for solving the following kinds of problems (where @ > 0):

.. 1 T T
minimize —I r—c r+r= X
nimize S’ Q f(=),

(4.29)
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4.3.1 Motivation

As we saw in the previous chapters, the problem (4.29) has a closed-form solution given by
r* = Qe A legitimate question is: Why would we derive an iterative method to solve (4.29) if
we already have a closed-form solution?

The answer is that when n > 1, the computation of @~ might be costly. The CG method is
a good alternative to solve the problem in this case. More precisely, the computation cost of
computing z* is on the order of %3 (with the Cholesky factorization, which is out of the scope
here).

Instead, as we will see in this section, the CG method is very fast (maximum of n iterations). On
each iteration, the computational cost is majorated by the computation of matrix-vector product
on the form “Qp” (where @ € R™*™ and p € R").

An example of how the CG method is useful is when only an approximate solution is needed3.
In that case, one could run less than n iteration. Therefore, the CG might be cheeper that -
operations (what is needed to compute Q71).

Another case where the CG method is useful is when the products Qp can be computed efficiently.
More precisely, if () is a sparse matrix, or a sum-product of a few sparse matrices, one can compute
the product Qp with much less computational effort than n? operations. More precisely, one could
have: complexity (Qp) << n?. In that case, running n iterations of the CG method would yield
the solution z* with a computational cost of ~ n complexity (Qp) << n?, which would be much
more efficient than the closed-form expression, which requires ~ & operations. In fact, in the
case where @p can be computed efficiently, the CG method can even be used as a linear solver

for the system Qz = c.

Example 4.1: Ridge regression with m <<n

Consider the Ridge regression example (1.12) with dim(y;) =1 and m << n:

inimi L\ ol 4 2 2l 4.30
minigine 5 3 s e+ + 3 1el (4.0

Then, the optimization problem (4.30) can be written as a quadratic program (4.29) with

_ 1 T
Q = )\In S Ezgnzl CLjCLj g
In that case, the matrix-vector product @p can be computed with ~ 2nm << n? operations:

1 m
Qp=Ap+ - Z aj(a;rp). (4.31)
j=1
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4.3.2 Construction of the CG method

Let us dive into the construction of the CG method. The idea is to take the heavy-ball formulation
(4.8), but to let the parameters v and « vary over time:

Tl = Tk + Qg
diy1 = =V f(zhs), (4.32)
Pk+1 = VePk + dr41

Here is how the parameters v, and «j are chosen:

e The parameters oy, are found via exact line search:

Qp = arg minf(ﬂ:k + apk)
[e%

1 (4.33)
= argmin §(Oépk)TV2f(xk)(Oépk) +Vf () (apr) + f ()
Solving equation (4.33) yields:
oy — - Vf (k) i _ dy, ' pr (4.34)
pr V2 f(zr)pe e Qpk
e The parameters 7, are chosen as follows:
d 2
S (4.35)

Id1?

Remark. An important remark is that if pp = 0 or dp = 0, then «a; and ~y, respectively can not
be computed. In that case, the algorithm terminates.
Later, we will see that these conditions are equivalent, so only one of them is needed.

Now, using the definition of o and vy ((4.34) and (4.35) resp.), we can rewrite the definition of
the method (4.32) explicitly.
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Definition 4.4: The Conjugate Gradient Method
The Conjugate Gradient (CG) method is the following iterative algorithm:
While di, # 0 :
. dy, " pr >
ap = argmin f(xg + apg < = 4.36a
in S ) P Qpk (4.36a)
Thy1 = Tk + QxPr (4.36b)
diy1 = =V (Ths1) ( =dg — akQPk) (4.36¢)
d 2
i = Wil (4.36d)
[l
Ph+1 = VkPk + k41 (4.36e)
The quantity x¢ is initialized with some initial guess, and pyg = =V f(z¢) = ¢ — Qxo.

Remark. The equations on the left are the most intuitive, while the expressions on the right are
the most efficient to compute.

Remark. By storing the value of Qpy at each iteration, it has to be computed only once per
iteration. Hence, the complexity of each iteration is complexity(“Qp”) + O(n)

4.3.3 Nonlinear extensions

A very active field of research is to extend the CG method to the general non-quadratic case:

minimize f(x), (4.37)

TER™

In the litterature, one can find different variations of this. What they have in common is that
they all become equivalent to the CG method when the function is quadratic. The most natural
extension of CG (in the way we have presented it) is the Fletcher-Reeves method:
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Definition 4.5: The Fletcher-Reeves method

The Fletcher-Reeves (FR) method is the following iterative algorithm for solving
the problem (1.6):

While ||Vf(xk)H > e

Qap = arg minf(:l;k + apk) (4.38a)
Tpy1 = Tk + QgPy (4.38b)
2
_ Vs |” (5”’“+1)! : (4.38¢)
V£ (i) |
Pr+1 = Pk — Vf (Th11) (4.38d)

\. J

Remark. A popular heuristic is to set vy, = 0 sometimes.

This is equivalent to a “reset” of the direction pgy1, i.e. prr1 = =V f(Tpt1)-

4.3.4 Some properties of the CG method

It is clear that if the CG method terminates, then the solution is found.

Proposition 4.2: Success of CG in case of termination

If the CG method terminates at iteration k, then xj is z*, the global minimizer.

Proof. If the CF method terminates at iteration k, it means that V f(zy) = dr = 0. Since f is
strongly convex, the unique stationary point is the global minimizer: xj = x*. O

Now, let us prove some of the properties of the CG method.

- a

Proposition 4.3: dy,; and p; are orthogonal

At each iteration, the following equality holds:

de+1 pe =0 (4.39)

Proof. The first-order optimality condition for the line search (4.36a) at iteration k yields:

0= Vflxy+arpr) pp = Vi) e = —dii1 pi
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Proposition 4.4: p; is never null

At every iteration k (where the algorithm has not terminated), py # 0.

Remark. This implies that the definition of oy, (4.36a) is well-defined, i.e. py. " Qpy # 0.

Proof. Since the algorithm has not terminated, we have dj # 0.

Using (4.36e) and (4.39), at iteration k& — 1, we have:

A pr = Y1 df pr—1 +d dy, = ||di]|* > 0,
N——

=0

which implies that pg # 0. O

Proposition 4.5: oy # 0

At every iteration k (where the algorithm has not terminated), oy # 0

Proof. By contradiction, assume that «p = 0. From equation (4.36¢), this implies, we have
di+1 = di. Let us use (4.39) twice to derive the following:

0=dpr1 pr =dy pr
=dip" (Yh1Ph—1 + di)
=1 di pr_1+ ||k
=0
2
= ||d]|

This implies that di = 0, i.e. the algorithm should have terminated, which is a contradiction. [J

4.3.5 The important property

Before we can prove the important theorem about the CG method, we need the following lemma.



CHAPTER 4. DESCENT METHODS WITH MOMENTUM 71

Lemma 4.6: Some equations

Ak+s—1
Padirs = adisscn + 22 (s = gl ) (4.403)
Apys—1
- 2 (d;—lpk+sl - ”dk+slH2>
Qk—1

s = Vsl = L = ecapl i + s (pesscs — ldeaa ) (440)

Proof. We make the following manipulations for any £ > 0 and s > 0:
p;1dk+s = pl—lc——ldk+sfl + p;;l(kors — dpts5-1)
= p;—ldk-&-S—l - Oék+s—1pg—1QPk+s—1

-
Ok4s—1
— pz_ldk+s—1 + aksl <dk — dk—l) Pk+s—1

Qfts—1 Qfts—1
= pp_1dirs—1 + — <d;pk+s—1 - Hdk+s—1||2> — <dkT—1pk+s—l - Hdk+s—1||2>
Qp—1 Q1

and

dkTkars - ”dk+s||2 = ’Yk+s—1dkTpk+s—1 + d]—grdk—&-s - ||dk+s”2

||dk+s||2>

= dgdk—l—s + Vets—1 <d}ka+s—1 -
Vk4s—1

2 Hdk+sll2>

S
= (Pk - ’Yk1pk1> di+s + Vh+s—1 (d;pk+s1 .| 5
(|5l

2
= pgdkﬂrs - ’)’kflp;—lkors + Vk+s—1 <d2pk+sl - Hkorsfl || >

Now we can prove the following theorem, which is key for the analysis of the CG method.

Theorem 4.2: The key property in CG

Assume that the CG method has not terminated at iteration j. Then, the follow-
ing holds for all s > 0 and k& > 0:

Ph1dis =0 (4.41a)
dek—i-s - “dk—i-s||2 =0 (441b)

(with the convention p_; = 0).
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Proof. We define:

a(s,k) = pi_1diss
b(s, k) = A prers — s

Then, (4.40) can be summarized as follows:

a(s, k) = a(s —1,k) + 245p(s — 1, k) — LEtspis k- 1)
(677 Qe

b(S, k) = a(s - 1Lk+ 1) - Vk—la(sa k) + 7k+s—1b(5 -1, k)
Now we will prove that a(s, k) = 0 and b(s, k) = 0 by induction on s.

e Initialisation (s = 0):

— Regarding a(0, k) = p]_,dj+s, we have a(0, k) = 0 directly from (4.39).
— Regarding b(0, k):

b(0,k) = djl px — || di|®
=dy <7k1pk1 + dk) — x|
= Ye1dppr_1 =0 (cf. (4.39))
e Inductive step: Hypothesis:
Vk>0, a(s—1,k)=0 and b(s—1,k)=0
Combine (4.43) with (4.42) to get:

als, k) = —a(’;—:sb(s,k ~1)

b(s, k) = —vyk—1a(s, k)
These imply:

Vk >0, a(s, k) = %a(s,kz -1)
k

On the otherhand, a(s,0) = 0 because p_; = 0.

This, combined with (4.45), implies that a(s, k) = 0 for all k£ > 0.
Finally, using (4.44b) we also have b(s, k) = 0 for all k£ > 0.
Overall, we have just proved:

Vk >0, a(s,k)=0 and b(s,k)=0,

which concludes the induction, hence the proof of the theorem.
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(4.42a)

(4.42D)

(4.43)

(4.44a)
(4.44D)

(4.45)

(4.46)



CHAPTER 4. DESCENT METHODS WITH MOMENTUM 73

The familly of vectors {dp,...,d,—1} is orthogonal:

Vi#jdidj=0 (4.47)

Proof. Without loss of generality it is enough to prove that d;—dk+s+1 =0forall k> 0and s >0.
This can be proven as follows:

.
dp dyysi1 = (Pk - ’Yk—lpk—l) Attt

T T
= Pr dk+s+1 —Vk—-1 pk71dk+s+1 =0
0
= =0

The two equalities come from the key property (4.41a) applied to (s,k+ 1) and (s + 1, k) respec-
tively. O

The following conjugacy property holds:

Vi # j, p; Qpj =0 (4.48)

Proof. Without loss of generality, it is enough to prove that pllekars =0 for all £ > 0 and
s> 0.

1

T T
Pk—1QPk+s = Pr—1 (dk+s - dk+s+1)
Qs
1 T 1 T
= Pr—1k+s — Pr—19k+s+1 =0
Apts oo —r Ofpps e ——
=0 =0

The two equalities come from the key property (4.41a) applied to (s, k) and (s+ 1, k) respectively.
]

4.3.6 Termination of the CG method

The CG method has a very nice convergence property: it converges in at most n iterations. This
is a consequence of the previous theorem.
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If the algorithm has not terminated at iteration ¢, then the vectors dy,...,d; are
linearly independent.

Proof. These vectors are non-zero and orthogonal, hence there are linearly independent. O

The CG method terminates in at most n iterations and yields the global minimizer

z*.

Proof. We prove this corollary by contradiction. Assume that after n iterations, the CG method
has not terminated. Using Corollary 4.3, this implies that the vectors dy,...,d, are linearly
independent. But since dim(R"™) = n, there can not be n + 1 linearly independent vectors in R™.
Since this is a contradiction, the CG method must terminate in at most n iterations.

Finally, using Proposition 4.2, we can conclude that the solution z* is found at the termination
of the algorithm. m

4.3.7 Computing Q! with the CG method

As we have mentioned in part 4.3.1, the CG method can be used as a linear solver for the system
Qz = c. In fact, the CG method can even be used to compute Q'.

Proposition 4.6: Computation of Q!

Assume that the CG method has terminated at iteration n (i.e., the worst case).
Then the following holds:

n—1
1
Q'= —— Dk | 4.49
kzo Pi ' Qi (4.49)

Proof. Let us define the matrix J as follows:

n—1 n—1
1 1
T= Y ———mn" | Q=3 ———p 4.50
< DT Qpy P )Q — P T Qpy P @ (4.50)

k=0
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Then, for t =0,...,n — 1, we have:
n—1 1
Jpr = Pepi | Qpe
,;0 pr ' Qpy

n—1 1
=y (pr " Qpi)pk
k=0

— pr.' Qpx (4.51)

1 T
=pt+ pr Qpepr  (cf. Corollary 4.2
kgézpt kaka T ( )

= Pt

This implies that Jp; = p; for t =0,...,n — 1.
Using Corollary 4.3, the familly vectors {po,...,pn—1} forms a basis of R™. This implies that
J = I, (the identity matrix):

n—1
1 T B
(Z PP ) Q= I, (4.52)

k=0

which proves the property (4.49). O



Chapter 5

Stochastic Gradient Descent (SGD)

5.1 Motivation behind Stochastic Gradient Methods

5.1.1 Motivation from a learning point of view

In this course, we will discuss stochastic gradient methods for the case of input-to-output data
and where the goal is to learn a model from the input to the output. This setup includes both
regression and classification tasks, summarized by the following learning problem:

find x € R" such that ¢ = ¢(a;2) ~y for (a,y) in the training dataset (5.1)

where a denotes the inputs (or features), and y the outputs (or labels).

Given a distance d(7,y), we can translate the task (5.1) into minimizing d(¢(a;x),y) for (a,y) in
the dataset.

Remark. For regression tasks, we typically choose d(9,y) = 3 ||y — g

For easier notation, we will write z := (a, y) for the data samples, and define [(z, ) = d(p(a; x),y).
Doing so, the task (5.1) can be summarized as follows:

find z € R" such that [(z,x) is as small as possible  for z in the training dataset  (5.2)
We deliberately leave (5.2) vague to allow it to fit two different (but related) frameworks.

Remark. One can extend this to the case of penalization by setting I(z, x) := d(p(a; x),y) + Apen(z).

Now, we are going to see two different frameworks to model (5.2), both leading to the definition
of the stochastic gradient descent method, with unifying notations in the next section.

76



CHAPTER 5. STOCHASTIC GRADIENT DESCENT (SGD) 77

5.1.2 Minimizing the statistical risk

The first interesting setup is when the data samples z = (a,y) are drawn from a distribution Z.

Example 5.1: Outputs corrupted by Gaussian noise

A typical example is when the output is a function of the input but corrupted by

Gaussian noise:
y = p(a, ™) +¢ (5.3)

where e € N(0,3) is the noise, which follows a normal (=Gaussian) distribution with zero-
mean. In that case, the probability density function p,(-) associated with z = (a,y) can be
written as follows:

p:(2) = p:((a,9)) = pn (y — p(a,27); T) x pa(a) (5.4)
where py(g;X) = m6_55T2718 is the Gaussian density function of the noise and p,
Tde

is the probability density function associated with the inputs a.

A good way to model the task (5.2) is to minimize the statistical risk.

Definition 5.1: Statistical risk

Given a data generating distribution Z, and a loss function I(z,z), the statistical
risk minimization problem is defined as follows:

minimize f(z):= E _[l(z,2)] (5.5)

r€eR”™ Z2~Z

Remark. An interesting fact is that for the example 5.1, the true parameter z'™° is a solution of
the problem (5.5) for the Ly distance function d(i,y) = |ly — 7°.

The issue with the optimization problem (5.5) is that we can not even compute the objective
function: only some samples [(z,x) are available. Similarly, the gradient V f(x) can not be
computed, but instead, the samples V,Il(z, x) are available.

Proposition 5.1: The gradient is unbiased (1)

When z is sampled from the distribution Z, V,l(z,z) is an unbiased estimate of of

the gradient:
E [Vil(z,2)] = Vf(z). (5.6)

Z2~Z
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An adaptation of the gradient descent method where the samples V;i(z,z) replace the true
gradients V f(x) is a good candidate to solve (5.5).

e D

Definition 5.2: The Stochastic Gradient method (SGD) for statistical risk
minimization

In the case where we draw data samples z = (a,y) from a distribution Z, and the
goal is to solve the optimization problem (5.5), the Stochastic Gradient Method is the
following algorithm:

Input some guess xo;

For =1,...,t:
Sample z, ~ Z; (5.7)
Update zp11 = xp — ax Val(zk, Tk);

Output ;.

where oy, is the step-size at iteration k.

Remark. This algorithm seems to be computationally cheap, compared to the complexity of the
problem (5.5). In the next section, we will discuss another set-up, where similar conclusions can
be drawn.

Remark. Since algorithm (5.7) is a weaker version of the gradient descent, it is expected that
fewer properties can be proven about it. But surprisingly, the results that we are going to prove
in the next section are actually not that bad.

5.1.3 The incremental Gradient Method

As opposed to always sampling new data points, we come back to the usual case of a fixed dataset.
In the previous chapters, we have modeled the problem (5.2) by minimizing the average loss on
the dataset. This is called Empirical Risk Minimization(ERM). We define it formally.

~ a

Definition 5.3: Empirical Risk Minimization

Given a loss function I(z,z), and a dataset D ={z1,...,zn}, the Empirical Risk
Minimization problem is defined as follows:

N

minimize f(z) = |21)| Z l(z,2) = %Zl(zha:) (5.8)

z€eR™
2€D j=1

The incremental gradient method is an optimization algorithm to solve (5.8) efficiently when
N > 1. When N is very large, (5.8) becomes similar to (5.5): the loss f(x) and its gradient
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V f(z) are too expensive to be computed. Indeed, computing the gradient V f requires computing
the gradient of V,I(z,x) for all z € D. Instead, using only a few samples is probably sufficient to
get a decent descent direction. Here, we will discuss the case where only one sample is used per
iteration.

Definition 5.4: The (stochastic) incremental gradient method (SGD)

The incremental gradient method is the following algorithm for solving the ERM

problem (5.8):
Input some guess xo;

For =1,...,t
Sample j; uniformly from {1,..., N}; (5.9)
Update i1 = = — o0 Val(2j,, k);

Output x;.

where oy, is the step-size at iteration k.

Proposition 5.2: The gradient is unbiased (2)

Like in (5.6), we have:

N
E [V.l(z,) —%Z 1z, 2) = Vf(z) (5.10)

where the expected value is taken with respect to the uniform distribution ¢({1,..., N}).

5.1.4 Minibatching

A variant of the incremental gradient method is to consider more than one sample per iteration.
This is called minibatching, and is a way to reduce the variance of the gradient estimate.
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Definition 5.5: The minibatch incremental gradient method

To solve the ERM problem (5.8), the minibatch incremental gradient method is the
following algorithm:

Input some guess x;
For =1,...,t:
Sample By, C {1,..., N} of size p;
(5.11)

1
Update zx11 = zp — apV » Z Vi(zj,zk) | 5
JEB

Output .

where ay, is the step-size at iteration k.

Remark. A similar extension can be done for the algorithm (5.7) where the statistical risk is
minimized.

Proposition 5.3: The gradient is unbiased (3)
Like in (5.6), we have:

E |5 Vai(5,0)| = Vi) (5.12)
ijB

where the expected value is taken with respect to B C {1,...,N}.

5.2 Theory for stochastic gradient descent

5.2.1 A unifying framework

In this section, we are going to abstract from the concrete cases from Definitions 5.1 and 5.3 and
consider the general optimization problem:

minimize f(z) (5.13)

zeR™

Here, we will cast all of the algorithms from the previous section into the same framework: we have
access to some function that approximates the gradient: g(z) ~ V f(x). Formally, the function
g should also depend on something random. Hence, we will denote it by g(z,&), where & is a
random variable, following a distribution P.
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Consistently with the definitions (5.2), (5.4) and (5.5), we define the stochastic gradient descent
algorithm as follows:

Definition 5.6: The Stochastic Gradient method (SGD)

The stochastic gradient method is the following algorithm:

Input some guess xo;

For =1,...,t:
Sample & ~ P; (5.14)
Update zg11 = zr — arg(x, &);

Output ;.

where «y, is the step-size at iteration k.

5.2.2 Key Assumptions

As aleady implied by the three variants of SGD mentioned in the previous section, the key equation
is that the random variable that replaces the gradient is equal to the gradient in expected value.

Assumption 5.1: The first key assumption

We assume the following equation about the function g:

E, lo(a6)] = V1 (a) (5.15)

There is one additional assumption that we are going to need to make this work:

Assumption 5.2: The second key assumption

We assume that for some o > 0:

veeR",  E_|llg@,€) - V@)|’] <o (5.16)

Remark. This assumption holds whenever the variance of the random variable g(x, ) is bounded
uniformly in z.
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5.2.3 Key inequalities

In this section, we will study the convergence properties of the SGD algorithm. To make it simpler,
we will restrict ourselves to the case where f is an L-smooth and p-strongly convex function. Since
the setting here is stochastic, the notion of convergence is delicate. To make things easier, we

choose to study the convergence in expectation, meaning, the convergence E [Hajk — $*||2] — 0,

where x* is the minimizer of f.

Proposition 5.4: Descent equation for L-smooth functions

Let f be an L-smooth function. Let xg,z1,...,2511 be the iterates of the SGD
algorithm (5.14). Then for all £ > 0:

o L 2 o Lo®
E[f(@r1)] SE[f(@)] - (ar— a5 ) E[IVA@IP] +a} - (17)
where the expectation is taken w.r.t. all the random variables &g, &1, ..., &k.

Proof. To make the proof easier, we define ey := g(zx, &) — V f(xg). Then, Assumptions 5.1 and
5.2 read as:

E [flex]?] <02
&k

E [6k] =0

&k

(it is actually the conditional expectation w.r.t. xx). Then, we write the following:

ferr) < flar) + V(@) (zre — o) + g [
= flax) — nV F(on) gl &) + ad ¥ la(er, €07
= o) — w7 () (VF (k) +ex) + ad 5 95 (e) + exl?

= f(zr) — (Oék - aig) IV £ (@)l = (o — afL) Vf(xp) Tep + ai% llex|”
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Taking the expectation w.r.t. &y, ...,&, on both sides, we get:

83

B o] < B |7~ (oo ) IVF@0I - (o~ o2L) VH ) Tew + 5 ]

507'“7616 607‘“751@
2 T L
< E |70~ (ax -} ) IV @I~ (ox — aFL) VF(x)T Eles] +ai 5 E [llesl?]
£05-€k—1 2 &k 2 Sk
N—— N——
=0 §0'2
oL oL
< B [fe0 - (ac-atg ) ISl + ot o
£05-8k—1 2
which proves the result (5.17). O
Proposition 5.5: Descent equation for u-strongly convex functions
Let f be a p-strongly convex function, and L-smooth. Let xg,z1,...,2511 be the
iterates of the SGD algorithm (5.14). Then for all £ > 0:
* 2 » Lo
E[f(@es1)] = f(*) < (1 2000 + ofLp) (E[f(a0)] - f@@") + o} (5.18)
2
E [llox —2*1”) < 7 (Bl @) - 1) (5.18b)
where the expectation is taken w.r.t. all the random variables &g, &1, ..., &.

Proof. Like in the non-stochastic case, we can prove the following inequality for pu-strongly convex
functions:

IVF@)* = 20 (f(2) = f(z*))
Applying this to (5.17) leads to (5.18a)

B {f ()] — £(a") < (1= 20+ 03 Ls) (E[f (@] - 1)) + o}

Regarding the inequality (5.18b), simply takes the expected value of the following inequality for
u-strongly convex functions:

fan) < f@) + 5 o — |
O

The inequalities (5.18) are very similar to the ones for the deterministic case, except that for the

term —i—a,%%ﬂ. This term adds an incentive for the stepsize aj to be small. Interestingly, if the

variance term o? is small, then we can have similar convergence rates as in the deterministic case.
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5.2.4 Result for a fixed stepsize

Theorem 5.1: Result for a fixed stepsize

Let f be a p-strongly convex function, and L-smooth. Let zg,21,...,2x+1 be the
iterates of the SGD algorithm (5.14). Then, if a fixed stepsize ap = a € (0, %) is used,
then the solution exponentially converges to a ball around the optimal solution:

L
E [llex = 21| < pla)* llzo = | + 7(a)? (5.19)

with some values p(«), r(«) dependent on «. For example, for a = %, we have:

play=1-%  r(a)=

z (5.20)

e
I

Remark. We impose o € (0, 2) to ensure that p(a) € (0, 1).

Remark. We did not define the notion of “convergence to a set”. But this is basically “as one
would imagine”. The ball to which we converge is:

{:L’ such that ||z — 2| < r(a)}

Proof. Taking the inequalities (5.18) and replacing oy by a leads to:

B [f(@s)] = £(o) < (1= 20+ 0*Ly) (BL (o)) - f(a")) + i
=p(a)
= pla) (E[f(@r)] - f(27)) + QLQUQ
= p(a) (E [f ()] — f(SU*)) +(1- p(o‘))a22(1 fG:(oz))
= p(a) (IE [f (@x)] = f(a*) — a22(1 Laj(a)) > * 0‘22(1 LUpQ(a))

Finally, rearranging a bit the terms, we get:
Lo?

Elf(zea)] — f(27) — “ZW =

=Uk+1

Applying this equation recursively, we get ux < p(a)*ug, or more explicitly:

— f(x* _Q2L‘2 a)k o) — f(z* —OézLiaz
B ()] - ) - 0?5t s < e () = fla) - a5 0 )
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Finally, using the inequality (5.18b):

E[lox —2*1] < = (BUf(en)] - fa"))
< 2 (@2 s ot () = 1) - a2 )
ot ol (f(an) — £
< gt ol 2 (7(a0) - 1)

Using a last rearrangement from the equation f(zo) — f(2*) < £ ||lzg — 2*||%, we find:

B o — o] < (2022 )+ @)L oo — o7
k =\uV2-La p 0 0
—_———

=r(a)

which concludes the proof with the following values:

pla) =1—2pa + oLy r(a) =

Replacing o = 1, we find (5.20). O

5.2.5 Result for a decreasing stepsize

As we saw before, for a fixed stepsize ap = a, we can only hope to converge to ball around the
solution, with size proportional to ¢. This is due to the fact that even if we reach the solution
x*, the iterates xy would still move because the step g(x*,&x) is not necessarily zero.

However, it seems from equation (5.18) that if the stepsizes converge to zero, i.e. ay — 0, there
is still a chance to converge.

More precisely, we show the following theorem:
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Theorem 5.2: Convergence of SGD

following form:
a

Let f be a pu-strongly convex function, and L-smooth. Let xg,z;,...,2x+1 be the
iterates of the SGD algorithm (5.14). Assume that the stepsize is chosen according to the

= 5.21
U=k + by (5:21)
witha > 0,b>0and c € (%, 1) threee constants.

Then xj, converges (in expected value) to the solution x*:

Vk>k, E [||g;k - x*ﬂ — 0 (5.22)
k—4o00
Proof. Note the following fact:
k+1 s k+1

(k+1) (2uoy — ozzL,u) = 2ua +o0

R U
Using this fact, there exists kg such that for all k > kq:

(k+1) (2pay — azL,u) >1
Plugging this into the inequality (5.18a) from Proposition 5.5, we get that for all k > k:

2
o Lo

B[f(zren)] - F%) < (1= 2n0n + o3 L) (B LS (o0)] — (7)) +ad =2

< (1-717) (UG - 50) + a2

1 N o, Lo?
< g (< (B - 5@) + o+ a2
which implies:
* * 2L02
b+ 1) (E[f(zi)]) = £@") <k (BLf(ow)] = F@7) + b+ Dad =
:Jkr+1 =Uf :\Slr)k
where we defined uy =k (E [f(xp)] — f(x*)) and by, = (k + 1)04%%’2.
Hence, for all & > kq:
k k
Up, < Uk, + Z b; SUkOJerj
j=ko+1 j=1
Furthermore, let us note that:
Lo?  a*’Lo? k+1 2Lo? 1
bk:(k—kl)azaza o + a“Lo 0

2 2 (k+b2 2 k21 rie
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because ¢ > %
Using Cesaro’s Lemma, this implies:

x| =

k—4o00

k
> b ——0
j=1

Now we can conclude the proof using equation (5.18b) from Proposition 5.5, we get:

E[lox - *I] < = (BUf(en)] - fa"))

2
=
2 (g, 1
ko
<= 24+ b,
- u( Bk Z ]>
N~~~ 7=1
=0 N
—0
This implies E [ka - :c*HQ} —— 0, which concludes the proof. O
k—+o0

Remark. By carefully inspecting the proof, we can see that the convergence rate is on the order of
@) (le_l), which is slightly worst than O (%), but can be made arbitrarily close to it by choosing
c close to 1.

5.3 Practical considerations

5.3.1 A cycle through the dataset instead of sampling

In the incremental stochastic gradient approach described in (5.9), instead of choosing the data
index j; randomly, a very common things to do is to let it cycle through the dataset.

Similarly, for the mini-batch version, one can choose to split the dataset into a couple of batches
and cycle through them, instead of always constructing a new random batch.

Doing so, we make sure to go through all the data points of the dataset. When this is done, we
say that we have completed an epoch.

While this method seems to make more sense because every data point will be used in a similar
amount, the convergence analysis of this algorithm is more difficult.

5.3.2 SGD with momentum

Very popular algorithms (yet, primarly based on heuristics) mix the ideas from methods using
momentum (cf. Chapters 4) and the ideas from Stochastic gradient methods (cf. Chapters 5).

Differing a bit from the orginal momentum idea, now the idea is to use previous iterations to
estimate the variance of the gradients and use this information to the direction.
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Definition 5.7: Adagrad (adaptive gradient)
The most simple algorithm using this idea is the Adagrad algorithm:

kg1 = Ok + gk, &) (5.23a)

9(xk, &)
=z, — @X——24 5.23b
Tk+1 T — —Uk Te ( )

where v represents the estimate on the variance of the gradients up to iteration k.

Remark. In (5.23), the square, the root and the divisions here are done component-wise on vectors.

Definition 5.8: RMSprop (Root Mean Square Propagation)

The RMSprop algorithm is a slight modification of the Adagrad algorithm, where a
forgetting factor 5 € (0,1) is inctroduced for the variance estimates:

Ukt1 = Bug + (1 — B)g(an, &)° (5.24a)

a% (5.24b)

Th+1 = Tk —

Definition 5.9: Adam (Adaptive Moment Estimation)

Adam is probably the most popular algorithm of optimization in deep learning. It
combines the ideas from the Heavy-ball method and RMSprop:

Pry1 = Bipe + (1 = B1)g(xk, &) (5.25a)
Vpt1 = Bavi + (1 — B2)g(wk, &)° (5.25b)
Tyl =Tk — Q Prt1 (5.25¢)

VUk+1 + €

J

\.

Remark. 1t is actually slightly more complicate, there is a correction due to the initial bad guess

pr = 0 and v, = 0. The correction is that in (5.25¢c), we replace pyy1 and vg, 1 by ffg}c and ff;}c
1 2

respectively.

5.3.3 Usefull python libraries

e Tensorflow & Pytorch: the two most popular libraries for optimization for neural networks.
They use backward automatic differentiation to compute the gradients of the loss function
with respect to the parameters.

e CasADi: a symbolic framework for automatic differentiation and optimization.
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It is more flexible: the derivatives of multi-output functions can be computed, and it can
be used for optimization problems with constraints.

It can call IPOPT, a powerful constrained optimization solver, using the interior point
method.

e cvxpy: a library for some specific convex optimization problems they called “disciplined”
(e.g. Lasso, QPs, etc).

5.3.4 Optimization vocabulary used in Machine Learning

e Full batch: method where the whole dataset is used to compute the gradient at each
iteration.

e Mini-batch: method where a small batch of the dataset is used to compute the gradient
at each iteration.

e Epoch: number of times the algorithm goes through the whole dataset.
e Learning rate: step size oy of the algorithm.

e Risk / statistical risk: expected value of the loss function: f(x) = E¢[f(z,§)].

N
e Empirical risk:average of the loss function over the dataset: f(z) =+ > f(z,&).
=1

1=

e Training / Validation / Test

— Training: the set of data used to train the algorithm, i.e. to compute the gradient.

— Validation set: the set of data used to tune the hyperparameters of the algorithm or
to design a stopping criterion.

— Test set: the set of data used to evaluate the performance of the algorithm after the
training phase.

e Generalization: ability of the trained-model to perform well on unseen data.

e Overfitting: phenomenon where the trained-model performs well on the training data but
poorly on the test data.



Appendix A

Very basics of mathematics

In this small chapter, we provide a few basic mathematical concepts that are used throughout the
book. These are basic definitions and well-known properties/theorems that will be stated without
proof.

The goal is to have written support that can be referred to when needed. Note that the definitions,

theorems, and properties mentioned here are not necessarily used in the rest of the script, but it
is good to have them in mind when reading the script or attending the course.

A.1 Basics of linear algebra

Definition A.1: Euclidean norm

The norm ||-|| denotes the L2-norm, also called the FEuclidean norm defined as fol-
lows:
Ve eR” |z||=VzTz= (A1)
Proposition A.1: The Cauchy-Schwarz inequality
If x and y are vectors in R", then:
Ty <l lly (A.2)
z y| <zl |y .

90
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Definition A.2: Eigenvalues of a matrix

Let A € R™™ be a square matrix. An eigenvalue of A is a scalar A € C such that
there exists a non-zero vector x € C" satisfying:

Az =z (A.3)

We write sp(A) the set of eigenvalues of A.

Theorem A.1l: Spectral theorem

Let S € R™™ be a symmetric matrix (i.e. ST = 9).
Then sp(S) C R, i.e. the eigenvalues of S are real.
Furthermore, S is orthogonally diagonalizable:

S = PAPT (A.4)

where P € R™ " is an orthogonal matrix, i.e. such that PTP = I, and A is a diagonal
matrix whose diagonal elements are the eigenvalues of S (possibly repeated).

Definition A.3: Positiveness of symmetric matrices

Let S € R™™ be a symmetric matrix.

We say that S is positive semi-definite (resp. positive definite) if for all x € R™ \ {0},
xSz >0 (resp. 2" Sz > 0).

We denote this property by S = 0 (resp. S > 0).

For 51,5, € R™™ two symmetric matrices, we write Sj = So (resp. S1 > S3) when
S1—S59 =0 (resp. S1 — Sy = 0).

Proposition A.2: Characterization of positive symmetric matrices

Let S € R™™ be a symmetric matrix. The two following properties are equivalent:

S =0 (resp. S > 0) (A.5a)
VA €sp(S), A >0 (resp. A > 0) (A.5b)
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Proposition A.3: Inequalities for symmetric matrices

Let S € R™" be a symmetric matrix. Let A1, Ao be two scalars. Then the three
following properties are equivalent:

M, <S5 < A0, (A6a)
Vz € R, A |z|? <z Sz < \oda? (A.6b)
Ve Sp(S), M <A< A (A.GC)

Definition A.4: Orthogonal sets

Let F C R™ be a vectorial subspace of R™. Then, we define the orthogonal of F

as:
Et={zeR"|VyeE, z"y=0} (A.7)

Note that EL is also a vectorial subspace of R™.

Proposition A.4: Inclusion of orthogonal sets

Then F- c E+. Let E,F C R" be two vectorial subspaces of R” such that E C F.

Proposition A.5: Orthogonal sets of images and kernels

Let A € R™™ be a matrix. Then the following properties hold:

Im(A)* = Ker(A")
Ker(A)t =Im(A")

=7
© 0o
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A.2 Basics of differential calculus

Definition A.5: Differentiability

Let X C R™. Let f: X — R be a function.
We say that f is differentiable at x € R™ if there exists a vector V f(z) € R™ such that:

fz+ed) - f(x)

£ e—0

vd € R", Vi(z)'d (A.10)

The vector V f(z) is called the gradient of f at x.
We say that f is differentiable on X if it is differentiable at all points of X.
If Vf(z) is a continuous function, we say that f is continuously differentiable.

Definition A.6: Twice differentiable functions

We say that f is twice differentiable if it is differentiable, and if there exists a ma-
trix V2f(z) € R™ " such that:

Vf(x+ed) —Vf(x)

g e—0

Vr € X, Vd € R", V2f(x)d (A.11)

The matrix V2f(z) is called the Hessian of f at x.
We say that f is twice continuously differentiable if V2 f(x) is continuous.

Theorem A.2: Schwarz’s theorem

If f is twice continuously differentiable, then V2 f(z) is symmetric for all x € X.

Proposition A.6: First order Taylor’s approximation

Assume that f is continuously differentiable. Then the following formula holds:
flz+d) = f2) + Vf(z) d+r(,d) (A.12)

where r(x,d) is defined as follows:

r(z, d) = (/01Vf(:n—|—sd) - Vf(x)ds)Td (A.13)
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Proposition A.7: First-order Taylor’s approximation with limits

The following holds:

r(z,d)

Proposition A.8: First order Taylor’s approximation for a twice differentiable
function

Furthermore, if f is twice continuously differentiable, then:

r(z,d)=d" (/01 sV2f(x+ sd)ds) d (A.15)

Proposition A.9: Inequality for first order Taylor’s approximation

If f is twice continuously differentiable, and:
Vs € 10,1, Aminln < V2F(x + 5d) < AmaxIn, (A.16)

then:
Amin |d]* < (@, d) < Amax |d]* (A.17)

A.3 Basics of topology

Definition A.7: Neighborhoods

Let z € R". We say that A/ C R" is a neighborhood of z if there exists an ¢ > 0
such that:
Yy eR", flz—yll<e=>yeN. (A.18)

Definition A.8: Open sets

We say that = is in the interior of a set X when it admits a neighborhood AN such
that N C X.
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Definition A.9: Open sets

We say that a set O C R™ is open when it is its own interior.

Definition A.10: Closed-set

We say that a set C C R™ is closed when its complement R™ \ C is open.

Remark. Interestingly, the empty set and R™ are both open and closed.

Proposition A.10: Characterization of closed-sets

A set C is closed if and only if when (zy)gen in C converges to z € R", z € C.

Definition A.11: Compact sets

We say that K C R" is compact when is closed and bounded, i.e.

IM >0, Vaek, |z|<M (A.19)

Definition A.12: Accumulation points

Let (zk)ken be a sequence in R™. We say that £ € R™ is an accumulation point of
the sequence (zy)ren if there exists an increasing sequence of integers k; such that

T, — X.
7 jooco

Theorem A.3: Bolzano-Weierstrass theorem

If £ C R™ is a compact set, then any sequence (xp)reny in K has at least an accu-
mulation point in K.
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